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Abstract
This report explains the design, implementation and testing of my third-year project. Due to
the project’s extensive scope (I’ve been working on it intermittently since November 2004) and the
rather stringent word limit, I haven’t been been able to fit everything I would have liked to into the
main report, but I hope that what I have managed to include will inspire readers to browse through
the significant volume of additional information in the attached appendices. In particular, anyone
in search of a bit of mathematical rigour may wish to browse through Appendix C, in which I’ve
attempted to devise a mathematical formalism for my CSG implementation. (Anyone not in search of
too much mathematical rigour will be pleased to note that I’ve tried to make the main report itself as
easy to understand as possible!)
Happy reading!
21st December, 2005
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Chapter 1
Introduction

Great architectural masterpieces are at once both awe-inspiring and humbling. When we look at
buildings like Sir Christopher Wren’s St. Paul’s Cathedral, we cannot help but be amazed. No amount
of computer assistance will ever remove the need for inspirational architects, but just as Bézier’s
groundbreaking work at Renault made car design faster and less expensive, so the ability to design
and visualise buildings on a computer has made the job of an architect that much easier.
Professional architectural software takes years to write and is inordinately complicated. Attempting to write something like that would be far too difficult for a third-year project. My project had a
more modest, yet still ambitious, goal: to implement an application in which users could design and
visualise worlds for 3D games.
I had been interested in writing such a map editor long before I actually embarked on the project
but had always been thwarted by my lack of technical knowledge. In the end I was encouraged to
attempt it by a Computer Graphics practical we did last year which involved manipulating blocks [1].
A number of the courses I took in my second year turned out to be directly useful to my project.
The Object Oriented Programming course taught me how to write graphical applications in Java and
the Splines and Computational Geometry course inspired me to implement a simple landscape design
feature based on cubic B-splines.
Once started, the project in many ways took on a life of its own. I found myself spending far too
much time on it and even, alarmingly, having fun at times, but in the process I learnt a great deal:
how to organise a large program, how to solve problems creatively and the vital importance of being
interested in what you’re doing. I hope I can convey some of my enthusiasm for the project in this
report.
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Chapter 2
Designing the Editor
2.1

Graphical User Interface (GUI) Design

Received wisdom has it that it is unwise to capriciously deviate from convention when it comes to
designing interfaces, particularly when the existing convention is a good one. Conventions often exist
for a good reason and make it easier for users who are familiar with similar programs to learn how to
use your application. Accordingly, I based the basic user interface of my editor on a professional tool
called Worldcraft1 .
The interface is divided into four views of the same world. Three of the views are orthogonal
projections of the world into 2D from different directions (top-down, front and side); the other is a 3D
view. Users edit the world using the 2D views (called design canvases) and can then visualise what
they’ve created by flying around it in the 3D view. Figure 2.1 shows the interface in action.

Figure 2.1: The basic user interface

When designing the interface for editing landscapes I wasn’t aware of any convention on how you
should go about it, so I took advantage of the chance to come up with my own way of doing it. As
will be described in more detail later, my landscape implementation is based on spline interpolation;
the interface must allow the user to specify a grid of points to be interpolated. I decided the easiest
way to facilitate this was to display all the points to be interpolated and allow the user to modify them
by dragging.
There were a couple of issues which had to be addressed with this method:
• The grid of points had to remain a grid: users should only be able to drag points up and down.
1

Worldcraft, later versions of which have been renamed Hammer, was the editor used by Valve to produce maps for
Half-Life.

3

• It had to be possible to select a point in one canvas and then drag it in another (i.e. point
selection had to be persistent): you can only accurately select a point in the top-down view
(several points might be coincident in the other views) and you can only drag it up or down in
the other two.
Despite these minor complications, the landscape interface was fairly easy to implement and
worked quite well. The results are shown in Figure 2.2.

Figure 2.2: The landscape interface

2.2 Code Design
When it comes to writing large programs, there is no single method which works best for everyone.
Many people strongly advocate a rigorous, up-front design process before making any sort of start on
the code. Whilst I understand this viewpoint and the motivating factors behind it, on every occasion
when I’ve tried to do it that way, I’ve ended up, three months later, bogged down in the tedious process
of rabid over-design with nothing concrete to show for my efforts2 . For that reason, I now infinitely
prefer an iterative design process, whereby I get a small portion of the system fully working first
and gradually add features to it, refactoring the code to improve the design as necessary. (This is
essentially the evolutionary delivery approach described in [7].)
I initially started by implementing the basics of the editor: the design canvases, the map and simple
transformations like translation and resizing. I then gradually added in the remaining transformations
(rotation, reflection and shearing) and all the other features, including the 3D view, loading and saving,
a CSG implementation and landscape-editing.
Throughout the project, I subjected my code to rigorous testing. Testing is important when you
adopt an iterative design process, because you want to ensure that you haven’t broken anything when
you add a new feature, but luckily it’s also much easier because if something breaks then you have a
fairly good idea of where the problem lies3 .
I also made testing hugely easier by my avoidance of cyclic dependencies in the program. If there
was an underlying principle I followed when writing the code, it was to avoid two classes depending
2

Perhaps this is an indication that I’m just not very good at up-front design!
It’s almost always the bit you’ve just added that’s the problem. This is quite definitely different from saying that that’s
always the case, mind you!
3
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on each other; I was rigorous about this to the extent that I used a structural analyser to highlight any
cyclic dependencies I’d inadvertently introduced and promptly set about eliminating them4 .
I’ve devoted an entire section of the report to how I tested the editor, so I’ll go into more detail
about things like unit-testing later on. For now, I want to explain the editor’s package structure and
look at the designs of a couple of the packages in more detail.

2.2.1

Package Structure

How you go about dividing classes into packages turns out to be surprisingly important from a logical
perspective. You’re guided to a certain extent by intuition: it ‘obviously’ doesn’t make sense to put a
matrix class in the Test package, for instance. What’s less obvious initially is that allocating classes to
the wrong packages can introduce unnecessary cyclic dependencies, and cyclic dependencies between
packages at that. Package design can seem like a fairly arbitrary process when you’re inexperienced.
As I found out the hard way, it isn’t. Making sure every class was in the right place took a surprising
amount of work.
By the end of the project, I ended up with the package structure shown in Figure 2.35 .

Figure 2.3: The package structure

The purposes of the various packages are summarised in Figure 2.4. Some of the descriptions
might not make sense yet because they refer to things I’m going to discuss later in the report.
4

Having read [5], I now go out of my way to avoid cyclic dependencies, on the basis that they ‘inhibit understanding,
testing, and reuse’. I feel it makes the structure of my programs better, though it does make the code a little more complex
in places.
5
The diagram was produced using Structural Analysis for Java, a freeware offering from alphaWorks.
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MapEditor
MapEditor.Brushes
MapEditor.BSP
MapEditor.Commands
MapEditor.CSG
MapEditor.Event
MapEditor.Geom
MapEditor.Geom.Planar
MapEditor.Geom.Splines
MapEditor.Graphics

MapEditor.GUI
MapEditor.Maps
MapEditor.Math
MapEditor.Math.Matrices
MapEditor.Math.Vectors
MapEditor.Misc
MapEditor.Test
MapEditor.Textures

Contains the main-window implementation.
Contains the implementations of the various brush types
(such as polyhedral brushes, etc.)
Contains the BSP tree implementation.
Contains the command management implementation (used
for things like undoing and redoing).
Contains the implementation of the various CSG operations.
Contains custom event classes (like repaint and status listeners).
Contains geometry-related classes.
Contains planar geometry-related classes (such as planes,
polygons etc.)
Contains the cubic B-spline implementation.
Contains graphics-related classes, including a renderer class
which allows us to render in level coordinates rather than
pixels.
Contains the classes that implement the editor’s graphical
user interface.
Contains classes representing maps and map files.
Contains miscellaneous mathematical utilities.
Contains an arbitrary-size matrix implementation.
Contains convenient implementations of 2D and 3D vectors.
Contains random classes which don’t really fit anywhere
else (such as a generic pair class).
Provides a framework for test harnesses.
Contains texture-related classes.

Figure 2.4: The purposes of the various packages

The Brushes package, in particular, deserves further explanation. In the following section, I’ll
discuss it in more detail.

2.2.2

The Brushes Package

Brushes don’t have bristles. They are not used to paint walls and they have nothing to do with the
Decorator pattern so beloved of object-oriented programming practitioners6 . In the context of mapediting, the term ‘brush’ refers to map elements, or things the user can manipulate. Polyhedral objects
are brushes, landscapes are brushes, groups of brushes are brushes, etc. Even the boxes we use to
select more than one brush at once are brushes. Brushes are a ubiquitous concept in the editor code.
To experienced object-oriented designers, all of this suggests some sort of inheritance hierarchy
for brushes to model the various IS-A relationships which have been identified7 . After several stages
of refactoring, I eventually came up with the rather complicated hierarchy shown in Figure 2.5.
6

This is not to say that we can’t have brushes which use the Decorator pattern: as it happens, SplitterBrush does use
it. My point is that there’s no inherent link between brushes and decorators.
7
For instance, a polyhedral object IS-A brush.
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Figure 2.5: The brush hierarchy (interfaces and abstract classes are shown in italics, concrete classes
are surrounded with a thick box)

This (quite clearly) wasn’t the way I designed things originally. At first, I thought I could get
away with the much simpler hierarchy shown in Figure 2.6, in particular by deriving SelectionBrush
from ArchitectureBrush even though a selection box isn’t part of the architecture of a level. Anyone
thinking of trying something like that should observe that the result is a lot of code looking like:
if(b instanceof ArchitectureBrush && !(b instanceof SelectionBrush)) ... Just say no!

Figure 2.6: The old brush hierarchy

The purposes of the various brush types in the final design are summarised in Figure 2.7.

7

ArchitectureBrush
ArchitectureBrushComposite
BrushAdapter

IBrush
LandscapeBrush
PolyhedralBrush

ResizableTranslatableBrush
SelectionBrush
SplitterBrush
TransformableBrush

This is the base class for the polygonal brushes which represent the level architecture.
This class represents groups of architecture brushes.
This class exists so that brushes that don’t need to implement all the IBrush methods don’t have to provide empty
implementations of all of them.
This defines the interface for brushes.
This class represents landscapes made of cubic spline surfaces.
This class represents convex polyhedral brushes, in other
words brushes consisting of convex faces which completely
enclose a convex volume.
This is the base class for brushes which can be resized and
translated.
This class represents a selection box.
This class handles the splitting of an ArchitectureBrush
across a plane.
This is the base class for brushes which can be generally
transformed (in addition to being resized or translated, they
can also be rotated or sheared).

Figure 2.7: The purposes of the various brush types

Some of the more interesting bits of code are in ResizableTranslatableBrush and TransformableBrush; it’s in those two classes that I’ve implemented transformations like translation and shearing
on brushes. What’s interesting about it is that to implement it I’ve actually defined a transformation
class hierarchy (see Figure 2.8), this time of nested classes, each of which implements one of the
transformations. Needless to say, this is a huge improvement on the way I did it originally. When
I began coding, I simply put all the code for transformations in the mouse handlers of ArchitectureBrush, resulting in a huge quagmire of intricate, hard-to-understand spaghetti code. This new scheme,
by contrast, is bordering on the elegant8 . Not only does it concentrate all the code for a given transformation in one place, thus making it easier to see what’s going on, it also makes it easy to move
individual transformations around the class hierarchy as necessary.

Figure 2.8: The transformation hierarchy

All of this raises the question of whether I could have benefited from more up-front design. Whilst
I ended up with a good final design, I only got there by spending several days refactoring the solution
I came up with initially. Had I thought about things more carefully early on, might I have crept up on
the right way of doing it then and avoided a lot of additional work?
8

But only bordering on it, mind.

8

I think the answer’s no, actually. McConnell [7] refers to design as being a wicked problem in
the sense that you have to ‘solve’ it once before you can come up with the right way of doing things.
The likelihood that I would have come up with a design for transformations based on a nested class
hierarchy at the start of the project is negligible. It’s just not an approach you find yourself using very
often.
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Chapter 3
Features of the Editor
Having seen something of the underlying design of the editor, it’s time to examine some of its features
in more detail. This chapter gives an overview of the basic features of the editor and explains the
implementation of some of the more interesting features from first principles.

3.1

Design Canvases

As was briefly mentioned in the previous chapter, design canvases are the 2D views through which
users can edit the world. They show an orthogonal projection of the world into 2D from a given
direction. The editor uses a right-handed Cartesian coordinate system with the z axis considered to
point upwards (see Figure 3.1). Thus a top-down view of the world would be one looking down the
negative z axis.

Figure 3.1: The editor’s coordinate system

In practice, as mentioned earlier, we use three design canvases: a top-down view, a front view
(looking down the positive y axis) and a side view (looking down the negative x axis). So how does a
canvas appear to the user? Consider Figure 3.2. The axis pair in the top left indicates that this canvas

10

is a top-down one1 . Design canvases have two grids to guide brush placement. The smaller of the two
(the fine grid) makes it easy to place brushes precisely. It has a larger grid superimposed on it so that
the user can easily keep track of distances. (It’s much easier to count, say, three large grid squares and
two small ones than seventeen small ones.)
The map is invariably too big to be displayed all at once on a design canvas (even when zoomed
out fully, on the whole), so canvases have scrollbars to allow the user to view different bits of it. Of
course, users doesn’t actually see ‘the map’, as such, but rather a 2D projection of it, as indicated on
the diagram.

Figure 3.2: A design canvas

3.1.1

Brush Manipulation

Creating Brushes
Creating a new brush is easy: all users have to do is click one of the buttons in the sidebar and then
click and drag on one of the design canvases to get the brush to the size they want. The brush can then
have other operations performed on it2 . Figure 3.3 illustrates the brush creation process.
1

It reads (X,-Y), indicating that the x coordinate increases as we go right on the canvas and the -y coordinate increases
as we go down (i.e. the y coordinate increases as we go up).
2
For those who were wondering, this includes resizing in the missing direction, i.e. the one we can’t edit on a given
canvas. For instance, we can’t modify the height of a brush using the top-down view.
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(a) First select a
brush type...

(b) ...then click to create the brush...

(c) ...and drag it out to the desired size

Figure 3.3: Creating a brush

Selecting Brushes
To select a brush, you click on either its centre cross or one of its edges. If an area of the map is quite
cluttered, selecting individual brushes this way may be difficult in practice, particularly if they’re very
small. In that case it’s usually best to select them in the 3D view instead, via a process known as
picking (see Section 3.2.2).
You can select more than one brush at once by dragging a box round the brushes you want to
select3 and pressing Enter (see Figure 3.4). This groups them into a transient composite brush, i.e.
one which will revert to its component brushes when deselected. The brushes can be grouped more
permanently4 by selecting the Group command from the Brush menu. Composite brushes (whether
transient or not) can be transformed in exactly the same way as individual brushes, as we’ll see in the
next section.

(a) Drag a box round the brushes you want
to select...

(b) ...and then press Enter to group them
into a transient composite brush

Figure 3.4: Selecting more than one brush at a time
3

It’s important to note that the box with which you’re surrounding the brushes is a 3D one, thus it has to surround them
on all the design canvases, not just one of them. This isn’t shown in Figure 3.4.
4
I didn’t say ‘permanently’ here, because obviously there’s also an Ungroup command which reverses the process.
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Transforming Brushes
Brushes can have a number of different transformations performed on them, namely scaling, translation, reflection, rotation and shearing. Translating a brush is relatively simple: you click on it, you
drag it to where you want it to go and you release it. Scaling and reflection are also trivial5 . To
resize a brush, you simply drag one of its resize handles or edges until the brush is the desired size.
Reflecting a brush (across an axis-aligned plane through its centre6 ) is as easy as selecting one of the
Flip {X,Y,Z} commands from the Brush menu.
Rotation and shearing are a bit more interesting. To rotate a brush, the user switches to rotation
mode (by right-clicking) and drags one of the (now circular) handles to perform the rotation. At any
given moment, the only information we have about how much to rotate is the position of the user’s
mouse, call it p. How can we determine a rotation angle, θ, using this? Well we know the position
of the centre of the brush, call it c, and we know the original position of the handle we’re dragging,
call it h. Given these, we can define two vectors, u = h − c and v = p − c. Consider the example in
Figure 3.5, where we’re dragging the top-right handle around to the right. It’s now fairly obvious that
θ is given by the (signed) angle between u and v, which is easily determined using a cross-product
operation7 .

Figure 3.5: Rotating a brush

So what about shearing? To shear, the user simply switches to shear mode (by right-clicking again
when in rotation mode) and drags one of the (now diamond-shaped) handles to perform the shear
operation. Shear guides are drawn to make it easier for the user to see what’s going on. Figure 3.6
shows the shearing of a composite brush. (Notice how helpful the guides are.)
5

Though it should be noted that their implementation isn’t quite that straightforward, especially where composite
brushes are concerned!
6
As it happens, the reflection code I’ve written works for arbitrary planes, but I decided to restrict reflection to axisaligned planes to make the interface simpler.
7
Some readers might wish to observe that u and v are 2D vectors but cross-products work on 3D vectors. Before doing
the cross-product operation, we map the 2D vectors (x, y) to 3D vectors (x, y, 0).

13

Figure 3.6: Shearing a composite brush

3.1.2

Zooming

Zooming turns out to be an interesting problem. Suppose the area being displayed by our canvas is
(a, b) : (c, d), as shown in Figure 3.7. When we zoom in8 by a given factor f on a new centre (cx, cy),
we end up displaying the area (cx − w2 , cy − h2 ) : (cx + w2 , cy + h2 ), where w = c−a
and h = d−b
.
f
f
This looks much more complicated than it is, actually: all we’re really saying is that if we zoom in
by a factor f then the width and height of the new area being displayed are f1 times the old width and
height (which were c − a and d − b respectively).

Figure 3.7: The display area before zooming

Now suppose the user tries to zoom in on a point p (in the editor, users indicate this by rotating
the mouse wheel whilst over the point in question). The naive approach at this stage would be to use
p as the centre of the zoomed-in canvas. This is a bad idea! If you try try to zoom in more than once
using such a scheme, you won’t be zooming in on the same point (furthermore, zooming out again
won’t get you back to where you started). What can we do about this? Consider Figure 3.8.
8

Note that zooming out by a factor f is equivalent to zooming in by a factor f1 .
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Figure 3.8: The zooming process

We want p to be proportionately as far from the top-left, T , of the new canvas as it was from the
top-left of the old one. The equations we obtain are thus:
dx0
w
f

dy 0
h
f

=

dx
w

(3.1)

=

dy
h

(3.2)

This immediately gives us the following:
dx
f
dy
=
f

dx0 =

(3.3)

dy 0

(3.4)

w h
We observe that C, the centre of the zoomed canvas, is given by C = T + ( 2f
, 2f ), since the size
w
h
w h
of the new canvas is f × f , and that T = p − (dx0 , dy 0 ). Thus C = p − (dx0 , dy 0 ) + ( 2f
, 2f ). All
we have to do now is use our original zoom algorithm to zoom in on C and our zooming will work
perfectly.
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3.2

The 3D View

The 3D view renders the world in 3D using JOGL9 . It serves three main purposes:
• It allows users to move around the 3D world they’ve created and see what it looks like.
• It allows users to select brushes more precisely than they could using the design canvases.
• It provides the interface for texturing brushes.
The following three sections discuss each of these in turn, but first I’d like to demonstrate a few of
the features I’ve built into the view. As the screenshot above shows, the 3D view can render a textured
version of the world, but it also supports two other rendering styles, namely shaded (the default) and
wireframe:

(a) A shaded clown face

(b) A wireframe castle

Figure 3.9: Rendering styles
It can also display the normals of all the brush faces (see Figure 3.10). This was initially included
as a debugging feature to help me ensure that all the polygons were facing the right way, but there are
times when it can actually be quite useful for seeing what’s going on as well:
9

JOGL being one of several competing implementations of OpenGL for Java.

16

Figure 3.10: Displaying polygon normals

3.2.1

Moving Around

What’s displayed in the 3D view is governed by the position and orientation of the camera. Moving
around the level just involves changing these camera parameters.
The Camera
Like the world itself, the camera uses a right-handed Cartesian coordinate system, namely (n, u, v),
as Figure 3.11 shows.

Figure 3.11: The camera’s coordinate system
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The camera is represented by a position p and three orthogonal unit vectors: n (which points in
the direction in which the camera’s facing), u (which points to the left of the camera) and v (which
points to the top of the camera).
Movement
How do we have to change these parameters to move around? The basic operations are movement
of p along each of the three axes and rotation of the camera about an arbitrary axis (which in terms
of the parameters involves rotating each of n, u and v about that axis10 ). Mapping actions like move
forward, strafe left11 , etc. to these primitives is generally straightforward (it should be fairly clear,
for example, that to move forward we just have to move p a positive amount in the n direction), but
turning left and right turns out to be slightly non-obvious.
The obvious approach, that turning simply involves a rotation about the v axis, produces undesirable behaviour. It turns out that what we actually want to do is to rotate about the world up vector
(0, 0, 1), because doing that allows users to look up and down without it affecting the twist of the
camera when they turn. If this doesn’t seem immediately obvious, consider the following example: if
you look down at the floor and turn to your left, you don’t rotate your body about a vector pointing
through the top of your head (v) but about one pointing upwards. Furthermore, if you look up again
after turning, your head is still level: you haven’t tilted it to one side.
The full mapping of actions to primitives is shown in Figure 3.12:
Move Forward
Move Backward
Strafe Left
Strafe Right
Move Up
Move Down
Twist Left
Twist Right
Turn Left
Turn Right
Look Down
Look Up

Move p a positive amount in the n direction
Move p a negative amount in the n direction
Move p a positive amount in the u direction
Move p a negative amount in the u direction
Move p a positive amount in the v direction
Move p a negative amount in the v direction
Rotate the camera anticlockwise12 about n
Rotate the camera clockwise about n
Rotate the camera anticlockwise about (0, 0, 1)
Rotate the camera clockwise about (0, 0, 1)
Rotate the camera anticlockwise about u
Rotate the camera clockwise about u

Figure 3.12: Mapping movement actions to primitive camera operations

3.2.2

Picking

Picking is the process of determining which object13 is being clicked by the user. The problem is
essentially as follows: given the camera’s position and orientation and the point on the screen which
the user clicked, determine the 3D object that the user wants to select.
10

Rotating a vector about an arbitrary axis isn’t especially difficult. The method I used is described in detail by [6].
Strafing, for the benefit of the majority of people whose youth wasn’t misspent playing first-person shooters, refers
to moving left or right without turning.
12
The directions for twisting appear to be the wrong way round. You’d think that twist left would involve rotating the
camera clockwise about n, for instance. The reason for doing it this way turns out to be that I capriciously decided to
make twisting refer to the twisting of the world rather than the camera in this instance. In practice, it makes very little
difference.
13
Where here ‘object’ is used in a completely generic sense.
11
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We do this by raycasting. When the user clicks a 2D point on the screen, they’re effectively
clicking a 3D point on the image plane (if you think about it, the 2D screen the user sees is just a
bounded portion of the image plane). The object the user is trying to select is the first object we hit
when we cast a ray from the viewer’s position through the image plane point corresponding to the
point they clicked on the screen. Figure 3.13 illustrates the situation:

Figure 3.13: The picking process

Determining the image plane point
Our first task is thus to determine the world coordinates of the image plane point corresponding to the
point the user clicked. In other words, we want to convert points in screen space, the 2D coordinate
system in which the user actually clicks points, to world space.
We approach this problem by splitting it into two steps14 : first we convert our screen space point
into camera space (where here we understand camera space to be as defined in Section 3.2.1 but with
its u axis pointing in the opposite direction15 ) and then we convert its camera space equivalent into
world space.
So first of all, how do we convert screen space points into camera space? Consider Figure 3.14. In
screen space, the relevant portion of the image plane is measured in pixels, with (0, 0) at the top-left
and (w, h) at the bottom-right (where obviously w is the width (in pixels) of the area displayed and
h is its height). In camera space, by contrast, the image plane is viewed as being centred at a point
(d, 0, 0), where d is the distance from the camera (located at p) to the plane. The relevant portion of
the plane is measured in camera/world units with (d, xmax , ymax ) at the top-right and (d, xmin , ymin )
at the bottom-left, where xmin = −xmax and ymin = −ymax .
14

For those, like me, who would want to know the motivation behind the choice of method, it’s just easier than converting to world space directly.
15
This is done to make the calculations more obvious.
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(a) The relationship between the camera and the image
plane (which is a distance d from it): the coordinates in
red are in the camera’s coordinate system whereas those
in green are in screen coordinates

(b) Two views of the relevant portion of the image
plane, the first in screen space and the second in camera space: our problem boils down to finding expressions
for x0 and y 0

Figure 3.14: Converting from screen space to camera space
Since the screens in Figure 3.14(b) are showing exactly the same situation from two different
perspectives, it’s clearly the case that (d, x0 , y 0 ) is proportionately as far from the top-left of the screen
on the right as (x, y) is from the top-left of the screen on the left. We can thus derive the following
equations:
x
x0 − xmin
=
xmax − xmin
w
ymax − y 0
y
=
ymax − ymin
h

(3.5)
(3.6)

Rearranging these gives:
x(xmax − xmin )
w
y(ymax − ymin )
= ymax −
h

x0 = xmin +

(3.7)

y0

(3.8)

These are the −u and v coordinates corresponding to the original screen space point. (I say −u
because, as noted above, we’re working with an inverted u axis.) The n coordinate corresponding to
it is, quite obviously, d, since it lies in the image plane.
We now need to convert our point in camera space into world space. Since we’ve got the vectors
defining the camera’s position and orientation, this turns out to be easy. Our point in world space, call
it i, is given by:
i = p + dn − x0 u + y 0 v

(3.9)

Something remains to be said about where xmax and ymax come from. When defining our view
frustrum during the setup phase, we usually want to choose xmax and ymax to give a certain field of
view in each direction. Consider Figure 3.15:
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Figure 3.15: Determining ymax

If we know the field of view we want in the y direction, call it θ, then ymax is given by:

ymax

θ
= d tan
2

!

(3.10)

We don’t want our view to be stretched at all, so we get that:
xmax = ymax ×

w
h

(3.11)

Casting the ray
Having determined our point i on the image plane, the remainder of the picking process involves
casting a ray from the viewer’s position, p, through i and into the world (as we saw in Figure 3.13).
We’re not actually casting the whole ray, since we’re only interested in the bit behind the image plane
(the bit the user can see). Instead, we’re casting the half-ray given by:
r = p + t(i − p) | t > 1

(3.12)

In terms of our map, which is made up of brushes, what the raycasting involves is determining if
our half-ray hits each brush and, if so, where. The brush with the nearest intersection point is the one
the user’s trying to select (since it’s the one the user sees on the screen at the point clicked).
We thus need methods for calculating brush intersection points. I say methods (plural) because
obviously how we go about it depends on the brush type. For polyhedral brushes (the only brushes
we’re really that interested in), it’s relatively straightforward. For each plane P in which a face of the
brush lies, we do the following:
1. If the camera’s in front of P and not looking in a direction parallel to it, calculate16 where the
half-ray intersects P .
16

Calculating the intersection of a line and a plane is a standard operation. For more details, readers may wish to take a
look at [6].
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2. If the intersection point’s closer than any we already have for this brush, check whether it’s
within the face17 of the brush (as opposed to just the plane in which the face lies). If so, it
becomes our candidate for the nearest intersection point for this brush (and its face becomes
our candidate for the nearest face, if we’re interested in which face was hit).
At the end of the process, either we found a nearest intersection point, in which case we return
it to be compared against the nearest intersection points of any other brushes, or we didn’t, in which
case this wasn’t the brush the user was trying to select. Figure 3.16 illustrates the process. We don’t
calculate an intersection point with the plane we’re behind, but we do calculate ones with the other
two planes. One of the points calculated, A, isn’t within a face, but the other, B, is, so B’s our nearest
intersection point in this instance.

Figure 3.16: Calculating a brush’s nearest intersection point

3.2.3

Texturing

Texturing is a relatively inexpensive way of making your world look more realistic by mapping a
texture to each of its faces:
17

Checking whether a point’s within a convex face is another standard operation. Ignoring a few minor details, all you
have to do is sum all the angles at the centre between consecutive vertices and see if they add up to 2π. If so, the point’s
inside the polygon, otherwise it isn’t. Note that this only works for convex faces; there’s a more general approach known
as the ‘half-ray test’ for ones which are non-convex (see [2]).
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(a) Textured worlds look far more realistic...

(b) ...than non-textured ones

Figure 3.17: Using texturing to add realism (after a fashion!) to the model of a theatre

As might be expected (it’s a very common thing to want to do), OpenGL has built-in support for
texture-mapping, so actually rendering a textured polygon isn’t especially difficult18 . The tricky part
is how to make it easy for users to edit a level’s textures.
In practice, when rendering a textured polygon, we provide OpenGL with texture coordinates for
each vertex. Calculating texture coordinates manually is an onerous business, particularly for oddlyshaped polygons with many vertices! Users (quite rightly) don’t want to have to do it: we thus need
an interface that allows users to texture polygons intuitively, without ever having to be aware of the
actual texture coordinates being calculated.
The Interface
Not being any great expert on texturing, I first approached this problem by looking at Worldcraft
to see how Valve had done it19 . The key idea is as follows: instead of actually specifying texture
coordinates for each vertex, we specify texture parameters for each face which determine appropriate
texture coordinates for the vertices. The parameters we use for this in practice, as Figure 3.18 shows,
are offsets and scaling factors in each of the two dimensions of the texture (conventionally referred to
as u and v) and a rotation angle. (Exactly how we use them to determine texture coordinates for the
vertices is the subject of the next section.)
From the user’s perspective, the interface could hardly be simpler: all they have to do is select one
or more faces in the 3D view (in the diagram, for example, three wall faces have been selected) and
use the dialog to set their texture parameters.
18

An explanation of how texture-mapping works can be found in [10], although the detail’s not that relevant here.
Rather uninspiring, I know, but we can’t invent every wheel ourselves! In any case, there is often wisdom in humility:
other people’s wheels may be rounder.
19
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Figure 3.18: Using the texturing interface to edit the model of a castle

Texture Planes
We need a way of mapping the per-face texture parameters edited by the user to the per-vertex texture
coordinates that we provide to OpenGL. To do this, we introduce the concept of texture planes. A
texture plane is just a normal plane that has been infinitely tiled with a texture.
The texturing process is best explained with an analogy. Imagine our texture plane is lying flat
on the ground, like some sort of infinitely-repeating patchwork quilt. Given some polygon in the air
above it (which isn’t perpendicular to the texture plane), all we have to do to texture the polygon is to
drop it onto the plane and assign texture coordinates to its vertices based on the points in the repeating
pattern on which the vertices are now sitting. Figure 3.19 illustrates the idea.
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(a) A finite portion of the texture
plane

(b) Dropping the polygon onto the
plane

(c) Deriving the texture coordinates
of the polygon’s vertices

Figure 3.19: The texturing analogy

So what difference do the texture parameters make exactly? Well, what they do in practice is
transform the pattern on the texture plane so that when we drop our polygon onto it, the bit of pattern
underneath the polygon is different. For instance, changing the scaling factor for the u dimension to
2 instead of 1 would mean stretching the pattern out by a factor of 2 in that direction: thus, in the
example above, the u components of the calculated texture coordinates would be half of what they
were before.
In principle, this all seems fairly straightforward20 ; in practice, we need to do a bit of work to turn
the theory into reality. Our first task is to work out which plane a texture plane for a given face should
lie in. We can’t be naive about it and use ‘the ground’ (i.e. the z = 0 plane) for every face: as alluded
to above, it doesn’t work at all for faces that are perpendicular to the plane - since their projection
onto it has no area - and, for similar reasons, it isn’t ideal for faces in general whose projections onto
it have small areas.
One good way to go about things, and the one we will use, is as follows: for each face F , choose,
from the planes x = 0, y = 0 and z = 0, a plane P (which we will refer to as the axis plane of F ) such
that the projection of F onto P has the greatest area21 . (Note that this guarantees that the projection
of F onto the plane chosen has non-zero area.) Figure 3.20 shows the general idea:

Figure 3.20: Choosing an appropriate axis plane for a polygon: here the projection onto the x axis
(i.e. y = 0) is larger than that onto the y axis (i.e. x = 0), so we’d use the x axis as our axis plane for
the polygon shown (in this example, I’m using a vertical polygon merely to illustrate the point)
20

To the point where readers might feel they’re being told something rather trivial in a long and round-about manner!
Note that I was extremely careful not to say the plane P : it’s possible for the projections of F onto two of the planes
to have the same area. If that happens, it doesn’t matter which we choose, but we do need to make a consistent choice.
21
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Determining the axis plane for a face by calculating the actual areas of projection would be
overkill. What we do in practice is pick the plane whose corresponding component in the face normal
has the largest absolute value. For example, if the face normal were (23, 9, −84), we’d use z = 0
as our axis plane. This gives us the same plane we would have obtained if we’d calculated the areas, since the plane whose corresponding normal component is largest is intuitively the one whose
orientation is closest to that of the face.
Once we’ve got our axis plane, we can start thinking about how we model the infinite tiling of a
texture over it. We start with a texture of size w × h tiled as in Figure 3.19(a), i.e. unscaled, with no
offset or rotation and an origin at u = 0, v = 0. The question we need to answer is this: ‘In what order
should we apply the transformations induced by the texture parameters to get the tiling we expect?’ It
turns out that the answer is simple: first we offset the texture, then we scale it and finally we apply the
specified rotation. (To see why we want to offset the texture before scaling it, consider the following:
if, for example, we had a u offset of w, we’d want the texturing to look the same as if we had an offset
of 0. Were we to scale first, say by a factor of 2, then an offset of width w would take us only half-way
across the texture. Furthermore, we have to scale before we rotate because if we rotated first then we
wouldn’t be scaling along the texture axes and the angles in the texture wouldn’t be preserved.)
So far, we’ve considered how we would go about transforming the texture onto which we’re
projecting our polygons to be textured; in practice we’re going to want to do it the other way round:
instead of transforming the texture, we’ll transform each vertex for which we want to calculate texture
coordinates and leave the actual texture unchanged. (It’s a similar idea in many ways to viewing
transformations as both active and passive: for example, when we rotate a point in a coordinate
system, are we moving the point or are we moving the axes?) It should come as no great surprise that
the transformation we’ll apply to a vertex is the inverse of that we would have applied to the texture.
Instead of shifting, scaling and then rotating, we rotate by the negation of the original angle, scale by
the inverses of the original factors and then shift by the negation of the original offsets.
How does this work in practice? We have each texture plane contain a pair of texture axes, u and
v, which are rotated by whatever angle the user specifies. We maintain the scaling factors, su and sv,
and offset parameters ou and ov separately. Figure ¡¡Reference Here¿¿ illustrates the situation.
To work out the texture coordinates for a vertex p, we apply the following equations:


u=


v=

p•u
su

+ ou



w

p•v
+
ov
sv
h

(3.13)
(3.14)

Let’s try and get an intuitive feel for how they work. We observe that in each equation, the rotation
bit of the calculation is effectively done by a dot product (which, we note, is done to p first), then the
scaling is done by the division by su or sv and finally we add in the offset22 . Dividing by the texture
dimensions just allows us to shift across the texture a pixel at a time and doesn’t make a huge amount
of difference from a theoretical perspective.
The dot product, of course, doesn’t actually do a rotation. What it actually does in this case is
calculate the lengths of the projections of p in the directions of each of the two texture axes23 . In
this instance, however, I said it’s effectively doing a rotation because it’s giving us coordinates in the
rotated coordinate system defined by the texture axes.
22
It’s somewhat interesting that we add the offset rather than subtract it. In practice, what we’re actually doing is
subtracting the offset’s negation, so our texture gets shifted in the opposite direction: this is just a design decision.
23
The usual formula for calculating the length of the projection of a onto b is a•b
|b| , but in cases where b is of unit
length, as the texture axis vectors are here, this reduces to a • b.

26

3.3

Command Management

To make it possible for users to undo and redo their actions, I implemented a command system along
the lines of that described in [12]. There are two main components to such a system: the commands
and the command manager. Each undoable action is represented as a command. The command manager stores the executed and undone commands and allows users to undo the last executed command
(if any) or redo the last undone command (if any). Its implementation is described in Section 3.3.2.

3.3.1

Commands

In the editor code, the interface for commands is defined by an abstract base class called Command,
as Listing 1 shows:
Listing 1 The Command class
public abstract class Command
{
//################## PRIVATE VARIABLES ##################//
private String m_description;
//################## CONSTRUCTORS ##################//
public Command(String description) { m_description = description; }
//################## PUBLIC ABSTRACT METHODS ##################//
public abstract void execute();
public abstract void undo();
//################## PUBLIC METHODS ##################//
final public String get_description()
{
return m_description;
}
/**
Generates a Command representing c1; c2.
@param c1
The command to execute first (and undo second)
@param c2
The command to execute second (and undo first)
@param description The description to give the new command
@return
A Command as described above
/
*
public static Command seq(final Command c1, final Command c2,
final String description)
{
// ... irrelevant detail ...
}
}

Each command the editor uses is implemented as a concrete subclass of Command: we just have
to specify the bodies of execute() and undo() in each case. A list of most of the editor’s commands
and what they do is given in Appendix A.
Compressible Commands
Readers will note that some of the commands listed in the appendix are described as ‘encompassing’
two other commands. Brush Creation, for example, is implemented not by one command but by two,
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namely Initial Brush Creation and Resize. The reason for this is that we already have code to do
resizing, so we don’t want (or need) to duplicate it just to allow users to drag brushes out to create
them. Instead, we create the brush (giving it some fairly arbitrary initial size) and just let users resize
it as normal.
The problem with this is that if users go to undo it, they’ll see Undo Resize rather than Undo Brush
Creation. Furthermore, if they actually undo it, only the resize will be undone, leaving them in a state
with the arbitrarily-sized initial brush still in the map; they’ll have to do another undo operation to get
back to the original state. This is clearly undesirable: if we do an action, we should be able to undo it
with a single (correctly-named) operation.
The solution I came up with was to introduce the concept of compressible commands. What this
involves is simple: when we execute a command we’ve denoted to be compressible, we examine the
last command executed and see if it should be combined with this one; if so, we combine them, using
the Command.seq() method, into a single command that undoes both of the original commands when
we undo it and redoes both of them if we subsequently redo it. Figure 3.21 illustrates the idea:

Figure 3.21: Compressing Initial Brush Creation and Resize into Brush Creation: s, s’ and s” are
editor states

In the code, we specify that Resize is a compressible command and that when it follows an Initial
Brush Creation we should combine them into a Brush Creation command24 . Note, incidentally, the
potential to do some interesting things using this: if we combined the two into another Initial Brush
Creation command, we could do any number of subsequent Resize commands and still undo them all
in one go. We don’t actually do this, because it’s unwise, but the example does show that the method
is quite powerful.

3.3.2

The Command Manager

The command manager provides the mechanism by which we undo and redo commands. It’s implemented as a pair of stacks, one of executed commands and the other of those we’ve undone (both are
initially empty). We can provide a formal specification for it as follows25 :
24

The method for specifying this, for those who were wondering, isn’t particularly intricate. I simply defined an
execute compressible command method in the command manager that takes a varargs argument of String pairs specifying
the potential compressions. The first component of each pair is the name of a potentially preceding command; the second
component specifies the name to give the new command after the compression.
25
Note that this doesn’t include a formal specification for execute compressible command, because writing such a
specification would be tricky without being especially enlightening. We could implement it correctly several times in the
time it would take to write it down mathematically!
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CommandManager
can redo()
can undo()
execute command(c)

redo()

reset()
undo()

represents
returns
returns
ensures
***
invokes
requires
ensures
***
invokes
ensures
requires
ensures
***
invokes

(executed, undone)
undone != <>
executed != <>
executed = c : old(executed)
undone = <>
c.execute()
undone != <>
executed = head(old(undone)) : old(executed)
undone = tail(old(undone))
head(old(undone)).execute()
executed = <>
undone = <>
executed != <>
executed = tail(old(executed))
undone = head(old(executed)) : old(undone)
head(old(executed)).undo()

Figure 3.22: A formal specification for the CommandManager class
What does the above specification say? It says exactly the sort of things we’d expect:
• We can undo if there are any executed commands we haven’t yet undone.
• We can redo if there are any undone commands we haven’t yet redone.
• Executing a command adds it to the executed stack, clears the stack of undone commands and
executes the new command.
• Resetting the command manager clears both stacks.
The effects that undo and redo have are best illustrated with a diagram. Consider Figure 3.23:

Figure 3.23: The effects of undo and redo
Assuming the relevant stacks aren’t empty (if they are, the operations aren’t possible), undo moves
the last executed command from the executed stack to the undo stack, undoing it along the way. Redo
has the opposite effect: it moves the last command we undid from the undone stack to the executed
stack, re-executing it on the way.
Given this specification, actually implementing the CommandManager class becomes trivial.
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3.4

Splitting Brushes
‘Sink me the ship, Master Gunner - sink her, split her in twain!
Fall into the hands of God, not into the hands of Spain!’
Apparently the benefits of splitting were well
understood even in Elizabethan times...
S IR R ICHARD G RENVILLE , T HE R EVENGE (T ENNYSON )

3.4.1

Overview

Implementing only basic brush creation and manipulation would limit users to designing maps consisting merely of primitive objects like cubes, cylinders, cones and so forth. In order to allow more
complicated worlds to be created, the editor allows brushes to be split across planes and combined
using Constructive Solid Geometry (CSG) operations. This section deals with the implementation of
brush splitting; the next discusses how to implement CSG. It turns out that brush splitting is actually
a prerequisite for CSG, so it makes sense to explain them in this order.
Readers are encouraged to take a look at Appendix B before diving into either of these sections:
it explains BSP trees for those who may be unfamiliar with them and, in particular, explains a generic
algorithm for clipping entities to such trees. It also explains how some of my diagrams work, though
in most cases they should be fairly intuitive.

3.4.2

The Interface

First of all, we’ll briefly look at the interface. This works as follows: users choose a brush to split,
click and drag on one of the design canvases to define a split plane (which they can subsequently
modify either by dragging the handles around or starting again) and, when they’re happy with the
results, finalise the split (by pressing Enter, as it happens). Figure 3.24 illustrates this process:

(a) Users choose a brush to split...

(b) ...drag out a split plane on one
of the design canvases...

(c) ...and finalise the split once the
plane’s in the right place

Figure 3.24: The brush splitting interface

3.4.3

The Implementation

There are two types of brush we want to be able to split: simple polyhedral brushes and composite
brushes. We’ll deal with each of these in turn.
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Simple Polyhedral Brushes
Splitting a simple polyhedral brush across a plane is done as follows:
1. We maintain two lists: a front list of polygons in front of the plane and a back list of those
behind it. We classify each polygon of the brush against the plane. If a polygon’s in front of the
plane, we add it to the front list, if it’s behind the plane we add it to the back list, if it’s on the
plane we ignore it and if it straddles the plane we split it and add the half in front of the plane
to the front list and the half behind the plane to the back list.
2. The front and back lists almost contain the polygons we need for the new brushes on either side
of the plane but, as things stand, the brushes generated from them would have gaps in them on
the plane itself. To cover over the gap in each brush, we generate an extremely large polygon
lying in the plane (and facing in the appropriate direction) and clip it to the tree generated
by the other polygons of its brush, keeping polygon fragments which end up in solid leaves.
Adding the generated polygon fragments to the existing list of polygons covers over the gap
and completes our new brush.
Figure 3.25 shows the process in action:

(a) Before splitting across a plane

(b) After step 1 of the split: both
of the new brushes have gaps on the
plane itself

(d) ...and a BSP tree... (the
diagram shows a tree for the
upper brush)

(c) To cover the gaps, we generate,
for each brush, an extremely large
polygon on the plane...

(e) ...and clip the polygon to the tree to close
the gap

Figure 3.25: The brush splitting process
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In principle, at least, it’s fairly clear what’s going on. However, the method mentions a few things
we haven’t yet seen how to do, namely:
• How do we classify a polygon against a plane?
• How do we split a polygon across a plane?
• How do we generate an extremely large polygon on a plane?
• How do we clip the polygon to the relevant tree?
People with a computer science background probably already have a good idea of how to go about
solving the first three problems. I’ve included an appendix explaining how I went about them (see
Appendix D) but I don’t want to dwell on the details too much here.
The final problem, on the other hand, merits a brief discussion. As explained in Appendix B,
clipping a polygon to a tree is just a special case of clipping a generic entity to a tree; all we need to
do is provide the clipping algorithm with an appropriate (polygon) clip functor. This involves, as the
explanation there notes, specifying three things: how to classify polygons against a plane, how to split
them across a plane and what to do if, in the course of the clipping process, a polygon fragment lies
on a split plane of the tree. The first two, as I’ve just mentioned, are explained in Appendix D. The
last turns out to be trivial. We observe that the polygon we’re going to be clipping to the tree lies in
the original plane across which we were splitting the brush and that none of the polygons from which
we’re generating the tree lies in this plane (we discarded any polygons which lay on the split plane
during step (1) of the splitting process). Thus the polygon we’re clipping can’t possibly lie in any of
the tree’s split planes, so we don’t have to worry about what happens! Because of this, in the end,
specifying the clip functor turns out to be easy.
Composite Brushes
Splitting a composite brush across a plane is also easy once we know how to split simple polyhedral
brushes. Once again, we make two lists: a front list, this time of brush fragments in front of the plane,
and a back list of those behind it. We classify each of the composite’s component brushes against the
plane in turn. If a component brush lies fully on either side of the plane, we put it in the appropriate
list. Otherwise, if it straddles the plane, we split it and put each half in the appropriate list. Finally, we
group the fragments in each list into a composite brush and return the two composites as the results
of the split.
The only new detail in this case is how to classify brushes against a plane. This turns out to be
very similar to classifing polygons and is explained in Appendix D.
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3.5

Constructive Solid Geometry

Constructive Solid Geometry (hereafter referred to as CSG) is a way of combining primitive objects
into more complicated ones by using Boolean set operations. For example, we could design a hollow
square by creating two squares A and B and subtracting one from the other, as Figure 3.26 shows26 .

(a) The two brushes prior to calculating A \ B

(b) The result of the difference function

Figure 3.26: An example of CSG
The editor supports three major27 CSG operations on brushes: carve (similar to the example we’ve
just seen), convex union and convex intersection. These turn out to be all we need: starting from a
handful of primitives and combining them using only these operations, we can easily produce sophisticated models.
CSG can be implemented in more than one way; I chose an approach based on Binary Space
Partitioning (hereafter referred to as BSP) for my editor because I still had some notes lying around
from a web-based course I took a few years back on how to do it like that [11]. The following sections
discuss the various CSG operations in detail.

3.5.1

The Carve Operation

Carving with a brush, whether it’s a simple polyhedral brush or a composite, involves looking at all
the other brushes in the map and removing any bits of them which are inside the brush with which
we’re carving. This sounds like quite a complicated operation, but by making the observation that
we can carve each of the other brushes individually, we reduce the problem to one which is more
manageable, that of carving one brush with another. Of course, both the brush being carved and the
carving brush could be composites, but there are ways of dealing with that. The process of carving
individual brushes against each other is handled by the convex difference function, which we will now
define.
26

The example is obviously in 2D, whereas in the editor the CSG works on 3D objects. It’s worth noting that this
doesn’t actually make any difference in practice. I’ve drawn my examples in 2D for simplicity, but none of the concepts
presented are in any way 2D-specific.
27
It also supports brush hollowing, but this is just a special case of the carve operation. We’ll discuss how carving can
be extended to hollowing shortly.
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The Convex Difference Function
The convex difference function is in principle quite similar to the difference function we saw in
Figure 3.26, but with one important difference28 : instead of producing a single brush as the output,
convex difference produces a set of convex brushes that enclose the same volume29 (see Figure 3.27).
The reason for this is that in the editor, simple polyhedral brushes must be convex30 .

Figure 3.27: The convex difference output for the situation in Figure 3.26(a)
So how do we devise an algorithm to do this? Consider the initial situation in Figure 3.26(a). Our
first step is to construct a BSP tree and partition diagram31 for B, the brush with which we want to
carve (see Figures 3.28(a) and 3.28(b)). If we superimpose the partition diagram on a diagram of A,
as in Figure 3.28(c), we observe that it divides A into convex fragments, with each fragment lying in
a leaf of B’s tree.
28

No pun intended!
Note that more than one such set of brushes is possible: we’ll want as small a set as possible, but we won’t worry too
much about ensuring that it’s a minimal set.
30
This isn’t a major issue in practice, since all the brushes are combined when the level’s eventually compiled, anyway.
Furthermore, doing it this way makes the code simpler and is compatible with the way Worldcraft does things.
31
Partition diagrams are explained in Appendix B.
29
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(a) A BSP tree for B

(b) The corresponding partition diagram

(c) Superimposing the partition diagram on A

Figure 3.28: Devising a convex difference algorithm
Now consider the fragments of A which lie in an empty leaf of B’s tree: note that they correspond
exactly to the brushes we need for the result of the convex difference!32 Our problem thus becomes
one of clipping A to B’s tree (in such a way that the brush fragments we end up with are still valid
brushes) and keeping any fragments of A which end up in one of B’s empty leaves. As with clipping
polygons, clipping brushes to trees is just a special case of clipping generic entities to trees (see
Appendix B): all we have to do is provide the details in the form of a (brush) clip functor.
It turns out that this is quite straightforward. We need to specify three things: how to classify
brushes against planes, how to split them across planes and what to do if we encounter a brush lying
in a split plane during the clipping algorithm. Classifying and splitting brushes are things we already
know how to do; the former is explained in Appendix D and the latter in the previous section. The
code for what to do if we encounter a brush lying in a split plane, the only remaining part of the
clip functor we need to write, turns out to be easy: the editor prevents brushes from ever having zero
32

This is clearly not in any way a coincidence: the empty leaves of B’s tree together represent the space outside B and
each of them individually represents a convex subspace of the world. The fragments of A which end up in them together
represent the space which is in A but not in B and the resulting brushes are convex because the two brushes resulting from
splitting a convex brush across a plane, as is done in the tree clipping process, are still convex.
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volume, whence they can’t lie in a split plane! Thus, as with the polygon clip functor we defined in
the previous section, we can do whatever we like here.
The Algorithm
We define our algorithm for convex difference as follows:
1. Build a BSP tree for the brush we’re subtracting.
2. Clip the other brush to the tree using the clip functor we just defined, keeping any fragments
which end up in empty leaves.
We already know how to build trees for simple polyhedral brushes (see Appendix B), but we don’t
yet know how to build them for composites. The next section explains this final piece of our puzzle.
Building Trees for Composites
A BSP tree for a brush B can be used to decide whether a point in space is inside or outside of B33 .
This should be as true for composite brushes as for simple polyhedral ones. We can use this idea to
help us think about how we should construct a tree for a composite.
A point is within a composite brush iff it’s within one of the composite’s component brushes. In
other words, it’s within a composite iff it’s within the union34 of the composite’s component brushes.
Consider Figure 3.29. If we can build a tree for the union of the component brushes, it will also be
a tree for the composite. Building a tree for the union can be done using the normal BSP-building
method (the one described in Appendix B).

(a) The component brushes of a composite

(b) Their union

Figure 3.29: Points are inside one of a composite’s component brushes iff they’re inside their union
So our only problem now is how to construct the union of the set of component brushes. The
way we’ll go about it is as follows: first we union the first two brushes, then we union the result
33

Where here I use the word decide in its Models of Computation / Computational Complexity sense.
It’s worth stressing that this is not the same as the convex union operation that we’re going to describe later in the
report. Its relation to convex union is the same as difference’s relation to convex difference.
34
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with the next brush, and so on until we’ve added all the brushes to the union. Unioning a pair of
brushes together, the operation we do throughout, turns out to be yet another operation involving treeclipping: this time, we’re clipping polygons to the tree instead of brushes. The idea is essentially as
follows: given two brushes, we clip the polygons of each to the tree of the other, keeping any polygon
fragments from either which end up in empty leaves. Figure 3.30 shows the idea:

(a) The situation prior to clipping the polygons of A to the tree of B

(b) After clipping, we retain only the fragments of A’s polygons which end up in the
empty leaves of B’s tree, namely α, β, γ
and δ

(c) The situation prior to clipping the polygons of B to the tree of A

(d) After clipping, we retain only the fragments of B’s polygons which end up in the
empty leaves of A’s tree, namely α, β, γ
and δ

Figure 3.30: Clipping the polygons of the two brushes to each other’s trees (note that combining the
two sets of polygon fragments we obtain gives us the result shown in Figure 3.29(b))
There are a few subtleties involved in the clipping process. It’s obvious that we need to define
at least one clip functor for polygons, but what’s slightly surprising is that we actually need two.
The reason for this has to do with how we handle polygons that lie in a split plane. The issue at
hand is how to avoid either overlapping polygons or gaps in the unioned brush. If we were to use
the same clip functor for both clipping processes, polygon fragments from A and B that overlapped
would either both end up in an empty leaf or both end up in a solid leaf: if they both ended up in an
empty leaf, both fragments would be kept and we’d have overlapping polygons in the unioned brush;
if they both ended up in a solid leaf, neither would be kept and we’d get a gap. What we need to do
is ensure that we keep such fragments from exactly one of the clipping processes and discard those
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from the other (it doesn’t matter whether we choose to keep the fragments from the first process or
the second process, but we need to keep them from exactly one of the two). The only way we can
control the clipping processes is by defining clip functors to specify what happens in coplanar cases,
so we specify a different clip functor for each of the two.
So how do we actually define these clip functors? We’ve seen how to classify and split polygons
before, so we no longer need to worry about that: what concerns us here is what to do with polygon
fragments which lie in a split plane during the clipping process.
What we do is this: we compare the polygon’s normal to the normal of the split plane. If it’s facing
in the opposite direction, we pass the polygon down the back subtree. What to do if it’s facing in the
same direction is more interesting. This is where the difference between our two clipping processes
comes into play. The clipping functor for the first clipping process passes same-facing polygons down
one subtree (the back, as I’ve implemented it) and that for the second process passes them down the
other (the front, as I’ve implemented it).
In Conclusion
Now that we know how to build trees for composite brushes, we’ve seen everything we need to
construct our convex difference function and, by extension, our carve operation. In the next section,
I’ll explain how we make additional use of this existing knowledge to implement brush hollowing,
but for now I’ll conclude this section by showing the carving operation in action:35

(a) The mothership embeds itself in two of our towers...

(b) ...causing significant damage (though less than you’d
expect, given the circumstances!)

Figure 3.31: An alien crash-landing is considered detrimental to the health of your castle: these
diagrams shows why! (If you’re wondering why I came up with such a weird example, it’s because
I needed an excuse to carve with something made of spheres: the idea is to demonstrate that even
carving with a ridiculously complicated composite brush works without any problems.)

3.5.2

Brush Hollowing

Brush hollowing is essentially just a specialised version of the carve operation. There are two different
hollowing operations we can do: hollowing inwards and hollowing outwards. Hollowing inwards is
the intuitive sort of hollowing, i.e. carving out a bit in the middle. (We’ve already seen what it looks
like in Figures 3.26(a) and 3.27.) When we hollow outwards, by contrast, the current brush is the
bit in the middle: we create a brush of the same shape around it and carve this larger brush with the
current brush.
35

The practice is, as always, much more exciting than the theory!
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Hollowing Inwards
Hollowing inwards is the easier operation of the two. Since we’re only carving with the smaller brush,
we don’t need to actually construct it in full: we just need a BSP tree for it. Generating one turns out
to be relatively easy. We do the following:
1. Make a list of all the planes in which a face of the current brush lies.
2. Move these planes inwards along their normals.
3. Construct a right-linear tree from the planes.
The first two steps are clearly fairly trivial, though we do need to be slightly careful. The difficulty
is that the brush may not be large enough to hollow by a certain amount, in which case moving the
planes inwards will actually move them past each other, leaving us with an invalid set of surrounding
planes for step 3. To prevent this, at the end of step 2 we check that the centre of the original brush is
strictly behind all the planes we’ve calculated: if it isn’t, we alert the user and don’t hollow the brush.
The last step is also easy: Figure 3.32 will show us what’s going on. Given the set of bounding
planes in (a), we use them to construct a right-linear tree like the one in (b). This is then a BSP tree
for the smaller brush.

(a) A set of planes bounding a volume

(b) A right-linear tree for them

Figure 3.32: Constructing a right-linear tree from a set of planes
Once we’ve got a tree for the smaller brush, we clip the current brush to it (as explained in the
convex difference section) and we’re done.
Hollowing Outwards
Hollowing outwards is more complicated. To hollow outwards, we first of all have to construct a
larger version of the current brush. We do this as follows:
1. Make a list of all the planes in which a face of the current brush lies (as before).
2. Move these planes outwards along their normals.
3. Generate the polygons of the new brush from the surrounding planes.
The first two steps are once again easy, but the last step is rather more interesting. In fact, how we
go about it will turn out to be important when it comes to implementing the convex union and convex
intersection operations. The next section explains it in detail.
39

Generating polygons which surround the same volume as a set of planes Suppose we have a
set of bounding planes like that shown in Figure 3.32(a). How can we use them to generate a set of
polygons which surround the same volume?
Our first step is once again to build a right-linear tree from the set of planes. We then generate
extremely large polygons on each of the planes and clip them to the tree, keeping only fragments
which end up in solid leaves.
The key questions we need to resolve are:
• How do we generate an extremely large polygon on a plane?
• What’s the appropriate clip functor to use for the clipping process?
We’ve already seen the answer to the first question: for a refresher, see Appendix D. The answer
to the second question doesn’t present any problems either: we just copy one of our earlier polygon
clip functors and change it so that it always passes polygons which lie in a split plane down the back
subtree.
Finishing the hollowing operation Once we’ve got our larger version of the current brush, the rest
of the process is easy. All we have to do is carve it with the current brush and we’re done.

3.5.3

The Convex Union Operation

The convex union of a set of convex brushes is another set of convex brushes which together enclose
the same volume as the original brushes but whose volumes are guaranteed to be mutually disjoint.
For an example of this, consider Figure 3.33:

(a) The two brushes prior to calculating A ∪C B

(b) The result of the convex union operation

Figure 3.33: An example of convex union
We’ve already seen virtually everything we need to implement the operation! Consider the (nonconvex) union of the brushes in Figure 3.34 and a possible BSP tree and partition diagram for it:
notice that the solid leaves of the tree are convex, that their volumes are mutually disjoint and that
together they enclose the same volume as the original brushes.
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(b) A BSP tree for A ∪ B

(a) The (non-convex) union of A and B

(c) A partition diagram for the BSP tree

Figure 3.34: Using normal union to implement convex union
We already know how to construct the union of the brushes and a tree for it, so all we now have to
do is figure out how to build a polyhedron surrounding each of the solid leaves in the tree and we’re
done. We already know (from the previous section) how to build polygons surrounding a volume
from a set of bounding planes, so our problem becomes one of extracting the bounding planes of a
leaf from the tree.
This turns out to be easy: we simply walk up the tree from the parent of the leaf node to the root,
recording the split planes we meet on the way. (For instance, the planes for η would be those of the
faces a, b, g and f.) One minor complication is that we have to invert a split plane if the leaf was in
front of it (bounding planes need to point away from the leaf), but this is easy to do in practice. The
implementation is shown in Listing 2.
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Listing 2 Determining the planes that surround a leaf
/**
Determines the list of planes which surround a particular leaf. Operationally,
this involves walking up the tree to the root and recording the split planes
we meet on the way.
@param leafNode The leaf node whose planes we wish to determine
@return
The planes surrounding the leaf, as a list
*/
private static LinkedList<Plane> determine_leaf_planes(final ILeafNode leafNode)
{
LinkedList<Plane> ret = new LinkedList<Plane>();
IBranchNode cur = leafNode.parent();
INode oldCur = leafNode;
while(cur != null)
{
// Note: The facing of the plane depends on which side of it the
// original leaf node was on. If it was behind the plane, then we
// just add the plane as is, otherwise we need to negate it.
if(oldCur == cur.right()) ret.add(cur.splitter());
else ret.add(cur.splitter().negate());
oldCur = cur;
cur = cur.parent();
}
return ret;
}

Summing Up
The remainder of the convex union implementation is entirely straightforward. The following steps
are required (all of which we’ve already discussed):
1. Determine the planes surrounding each solid leaf of the tree using the above code.
2. Use the planes for each to generate polygons surrounding the same volume, as previously explained.
3. Make a convex brush for each set of polygons generated in this way.
The result of the convex union is then a composite of all the convex brushes generated in step 3.
Figure 3.35 shows the convex union operation in action:
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(a) Before the convex union operation

(b) After it

Figure 3.35: Convex union as implemented in the editor

3.5.4

The Convex Intersection Operation

Convex intersection is implemented in a very similar way to convex union, so I don’t want to dwell
on it too much. First we generate the (non-convex) intersection of the brushes and a tree for it, then
we again generate brushes from the solid leaves of the tree.
Generating the (non-convex) intersection of the brushes is entirely like generating their (nonconvex) union, with a couple of differences:
• When running the clipping process for union, we kept fragments which ended up in empty
leaves. For intersection, we keep ones which end up in solid leaves.
• We use different clip functors for intersection. On the first pass, we pass same-facing coplanar
polygons down the back subtree and opposite-facing ones down the front subtree. On the second
pass, we pass all coplanar polygons down the front subtree.
It should come as no surprise that it’s possible to factor out all the commonality between union
and intersection; indeed my mathematical formalism of CSG in Appendix C does just that (as does
the implementation in the editor on which the formalism is based). Readers who want to understand
what’s going on in detail are encouraged to take a look at it (if time permits!).
I’ll conclude this section (and my explanation of the CSG implementation as a whole) by showing
the convex intersection operation in action:
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(a) Before the convex intersection operation

(b) After it

Figure 3.36: Applying the convex intersection operation to two overlapping spheres
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3.6

Landscapes
‘I want to see mountains again, Gandalf - mountains; and then
find somewhere where I can rest.’
B ILBO BAGGINS , T HE F ELLOWSHIP OF THE R ING (T OLKIEN )

3.6.1

Overview

This section explains my implementation of landscapes using cubic B-splines. Adding landscapes to
the editor allows users to create combined indoor/outdoor worlds; this is something which is tricky
to do in a tool like Worldcraft, which was primarily designed with indoor-only worlds in mind. I’ve
already mentioned the landscape-editing interface briefly in Section 2.1, so I won’t go over it again
here. Instead, I’ll discuss how I implemented the landscapes, with a focus on things like how to extend
what we covered in our Splines course to handle surfaces (or pseudo-surfaces, at any rate).

Figure 3.37: Observing the landscape at night from a Greek temple: the crescent moon was made by
carving one cylinder with another

3.6.2

Prerequisites

To explain how my landscapes work from first principles would involve a thorough treatment of how
B-splines work. Unfortunately, I don’t have the space in my report to do that (we spent an entire term
learning about B-splines - it amounts to rather a lot of material), but readers who aren’t familiar with
them may wish to consult our course notes [13].
What I will do here is explain a topic of particular interest to us:
Using splines to interpolate sets of points
Given a set of points {y0 , ..., ym−1 } and two additional (sensible) constraints, we can determine a
cubic B-spline C(t) that interpolates all the points. In other words, we can determine a B-spline,
P
(3)
given by the equation C(t) = m−2
k=−3 dk Nk (t) for some weights dj which we need to determine,
such that for every i in {0, ..., m − 1}, C(i) = yi .
45

How do we determine the weights dj for the B-spline? Well, as for the example with quadratic
B-splines in [14], we need to solve a system of equations. In this case, the values of the basis functions
(3)
Nk (t) at the relevant points mean that some of the equations in question are:
2
1
1
d−3 + d−2 + d−1
6
3
6
1
2
1
y1 =
d−2 + d−1 + d0
6
3
6
... ... ...
2
1
1
dm−4 + dm−3 + dm−2
ym−1 =
6
3
6
y0 =

Readers will note that so far we only have m equations in m + 2 unknowns (we need to determine
the values of the weights d−3 , ..., dm−2 - note that there are (m−2)−(−3)+1 = m+2 of them). This
is what the additional two constraints are for: we need to specify two more equations in the unknowns
for the system to be soluble. We express our system as a matrix equation as follows (the two rows of
question marks represent the additional constraints):
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M

Solving this can be done by inverting the matrix M , something we learnt how to do in Linear
Algebra I all the way back in first year. In principle it’s fairly easy; in practice, writing the code
for it is moderately painful because we need to make sure we do things in the right order to avoid
floating-point errors when M is large. In any case, I’m not going to go into it in detail: suffice it to
say it can be done. Having inverted M , we can obtain the weights by simple matrix multiplication:
d = M −1 y

3.6.3

Landscape Basics

Having seen how to fit a spline to a set of points, we’re now ready to think about how to fit splines to a
2D grid of points. The technique I’m going to describe first can be used to render a smooth landscape
from a grid of points; to actually generate a high-resolution heightmap from the grid requires further
work: we’ll consider how to do it later on.
Consider Figure 3.38. Looking down from above (in the −z direction), we start off with an r × c
grid of points at different heights, as shown in (a), and want to generate a higher-resolution mesh from
it with dimensions h × w. At this stage, we don’t care if the mesh we generate is uniformly-spaced on
the x and y axes: we just want to make the landscape look smoother by increasing the polygon count.
To do this, we first of all construct a set of what I’ll call x splines by interpolating each of the original
r rows of points (see (b)). We then calculate w points on each of these at evenly-spaced parametric
coordinates and interpolate the corresponding points on each of the x splines to form what I’ll call y
splines (see (c)). Finally, we calculate h points on each of the y splines at evenly-spaced parametric
coordinates to get our h × w mesh of points (see (d)).

46

(a) We start with an r × c grid...

(b) ...interpolate each row to generate x
splines (in red)...

(c) ...interpolate calculated points on those
to give y splines (in green)...

(d) ...and calculate points on those to give
our h × w mesh (in blue)

Figure 3.38: Constructing a higher-resolution interpolating mesh

Actually rendering the landscape once we’ve got a mesh with a decent resolution is easy: we just
render each square of the grid as a pair of triangles.

3.6.4

Changing The Resolution Of The Underlying Grid

The user manipulates the landscape by editing the underlying grid of points. It turns out that there are
good reasons both to increase and decrease the resolution of this grid: we might want to increase it
to allow finer control over the landscape and we might want to decrease it to save memory or speed
things up (particularly if the extra precision isn’t adding any significant landscape details). (Note: The
difference between increasing the resolution here and what we did in the previous section is that here
it’s absolutely paramount that the resulting larger grid is uniformly-spaced in the x and y directions.
There are two reasons for this: firstly, the grid that the user edits has to be uniform and secondly, we
want to use this method to generate heightmaps, which must be uniformly-spaced.)
Decreasing The Resolution
Decreasing the grid’s resolution turns out to be a straightforward operation. All we do is remove every
second column and row of the grid, starting one in from the edges. Figure 3.39 illustrates this process.
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Note that for this to work, our landscape must have dimensions (2m + 1) × (2n + 1) for some
integral m and n. The operation decreases the resolution of the landscape to (m + 1) × (n + 1): it
may be further reducible if both m and n are even. Resolution decreases are clearly destructive in the
sense that detail may be lost.

Figure 3.39: Decreasing the resolution of a heightmap: we remove all the marked rows and columns,
leaving only the points coloured blue

Increasing The Resolution
Increasing the resolution of the grid is a much tougher nut to crack. The reason it’s difficult is that we
insist that it’s a non-destructive operation: users increase the resolution to add detail to their existing
work, they don’t want it to be modified in the process.
Our specification of the problem is as follows: we want to add rows and columns between the
existing ones (the opposite of what we did when we decreased the resolution), but set the new grid
heights in such a way that the original landscape isn’t modified in the process. This involves calculating the (interpolated) height of the original landscape at given (x, y) coordinates.
So what’s the difficulty? Well, we can find the height of the landscape at given parametric coordinates, but there’s no obvious correlation between those and our (x, y) coordinates. What we’re going
to have to do in practice requires calculating where our various splines intersect planes aligned with
the x and y axes, a process which I will now describe:
Spline-Plane Intersection Suppose we have a cubic B-spline defined by the equation
C(t) =

m−2
X

(3)

dk Nk (t)

(3.15)

k=−3

(where weights d−3 , ..., dm−2 are known) and a plane defined by the equation
n̂ • x = d
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(3.16)

We want to find t ∈ [0..m − 1) such that:
n̂ • C(t) = d

(3.17)

Plugging 3.15 into 3.17 gives:
n̂ •

m−2
k=−3

Pm−2

⇔
⇔

P

k=−3

hP

m−2
k=−3

(3)



dk Nk (t)

= d

(3)

Nk (t) (n̂ • dk ) = d

(3.18)

i

(3)

Nk (t) (n̂ • dk ) − d = 0

If we restrict t to the range [i..i + 1) (where i is an integer), this is a cubic equation and can be
solved analytically (see [4], [9]). Luckily, we know what range the intersection is going to be in in
practice, so solving a cubic is all we have to do.
Constructing the mesh How do we make use of what we’ve just derived? Well, we now do essentially the same thing as we did when we were constructing the non-uniform mesh (see Section 3.6.3)
but this time, when we calculate points on our splines during the process, instead of evenly spacing them in parametric coordinates, we evenly space them in the x and y directions by calculating
where the splines intersect evenly-spaced axis-aligned planes along their length. This gives us our
uniformly-spaced grid of points, as required. Figure 3.40 shows what increasing the resolution looks
like in the editor:

(a) Before increasing the resolution

(b) After it

Figure 3.40: Increasing the resolution of a landscape
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3.6.5

Heightmaps

I’ll round off my comments on landscapes by briefly noting that in order to actually make use of the
landscapes in a game, you’d have to use them to generate a heightmap (or something similar). A
heightmap is just a uniformly-spaced grid of heights: all we have to do is increase the resolution to
the size we want and look at the z coordinates of the grid points. Readers may wish to observe that
this might take a while if the heightmap resolution needs to be very large (2048 x 2048, for example).
In practice, however, you can increase the resolution quite a lot before it starts getting a bit slow.
Figure 3.41 shows a particularly high-resolution landscape in the editor:

Figure 3.41: A high-resolution landscape
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Chapter 4
Testing the Editor
The proof of the pudding is in the eating.
P ROVERB

4.1

Overview

It’s well-known that whilst testing can detect errors in a program, it can’t prove their absence. For that
reason, I’m not going to start this section with a vacuous phrase such as ‘I tested the editor to ensure
that it was correct’; rather, I would prefer to say that ‘I tested the editor to help convince myself that
it wasn’t obviously wrong’. This, in essence, is the purpose of testing: we can’t use it to prove that a
program is correct - only formal proof methods can do that - but we can test the most likely execution
paths through a program in a bid to reassure ourselves that we haven’t done something stupid.

4.2

The Specification

There are two parts to the testing code: the test cases themselves and the testing system that runs
them. A good testing system needs, at a minimum, to satisfy the following:
1. Testing must be automatic. Running the tests must be easy and the results should be automatically verified. (This allows us to do rigorous regression testing, whereby we rerun our test
suite after any changes to the code-base to reassure ourselves that the new implementation still
passes the same test cases passed by the old one. It’s a way of convincing ourselves that things
haven’t got worse (regressed) as a result of our tinkering! If our test suite is particularly good,
we may even be right in thinking that...)
2. Tracking down failed test cases should be easy to do and the system should tell us both the
expected and actual outputs in such cases. (It obviously wouldn’t be very helpful to run several
thousand test cases and then print out ‘One of your test cases failed: have a nice day!’)
3. Adding new test cases should be easy. If it’s hard, we won’t bother and we might as well not
be testing the program in the first place. Testing a new function should ideally involve adding
code in only one place. The system should tell us if certain functions aren’t being tested by the
code we’ve written so far.

4.3

The Implementation

How did I go about implementing all of this? My ideas were as follows:
• We define a test harness base class which should contain all the code necessary to handle
running and keeping track of the test cases. This includes things like outputting a failed test
case and telling us where it is in the source code.
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• For each class that we want to test, we define a nested test harness class deriving from our base
class. These subclasses should contain absolutely no logic relating to the testing process; they
should just define test cases for the classes they’re nested within.
• Defining a test case should simply involve specifying the actual and expected outputs of the
test.
Using this scheme, I first coded the main test harness class as shown in Listing 1. It makes heavy
use of Java’s reflection facilities to figure out what functions we should be testing from the testee class
and what functions from the harness subclass should be called. To handle the former, it looks up all
the public methods of the class (except main and toString) in which the harness subclass is nested. To
handle the latter, it looks up all the subclass’s methods and calls any beginning with the test prefix.
A further bit of trickery is required to figure out the location of failed test cases in the source code:
for this we create (but don’t throw) a new exception, thus generating a stack trace from which we can
determine the location of the test case call.
Listing 1: The test harness base class
1

11

public abstract class TestHarnessAdapter implements ITestHarness
{
//################## PRIVATE VARIABLES ##################//
private int m_testIndex;
private int m_testsDone = 0, m_testsSucceeded = 0;
private LinkedList<String> m_failedTests = new LinkedList<String>();
private LinkedList<String> m_untestedMethods = new LinkedList<String>();
private String m_funcName;
//################## PUBLIC METHODS ##################//
final public void run_tests()
{
start_tests();
// The test harness class derived from this.
Class harnessClass = getClass();
// The class in which the harness is declared (i.e. the thing we’re testing).
Class testeeClass = harnessClass.getDeclaringClass();
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// Keep a record of which methods have been tested so that we can tell which ones haven’t been
// afterwards and output a warning accordingly.
Map<String,Boolean> testedMap = new TreeMap<String,Boolean>();
for(Method m: testeeClass.getDeclaredMethods())
{
// We’d usually expect to test all public methods (except main and toString).
if(!m.getName().equals("main") && !m.getName().equals("toString") &&
Modifier.isPublic(m.getModifiers()))
{
testedMap.put(m.getName(), false);
}
}
// Find all test methods and run them.
for(Method m: harnessClass.getDeclaredMethods())
{
String methodName = m.getName();
if(methodName.startsWith("test_"))
{
String testeeMethod = methodName.substring("test_".length());
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begin_test(testeeMethod);
testedMap.put(testeeMethod, true);
try { m.invoke(this, new Object[] {}); }
catch(Exception e) { System.err.println(e); }
}
}
// Check the map of tested methods and add any marked as untested to the untested list.
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for(Map.Entry<String,Boolean> entry: testedMap.entrySet())
{
if(!entry.getValue()) m_untestedMethods.add(entry.getKey());
}
end_tests();
}
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//################## PROTECTED METHODS ##################//
/**
Gets the test harness ready to test a new method.
@param funcName
The name of the new method to test
*/
final protected void begin_test(String funcName)
{
m_funcName = funcName;
m_testIndex = 1;
}
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/**
Outputs something based on the results of a test and what we were expecting
the results to be.
@param o
The results of the test
@param expected
What we were expecting the results to be (as a String)
*/
final protected void output(Object o, String expected)
{
String prefix = m_funcName + " #" + String.valueOf(m_testIndex++) + ": ";
System.out.print(prefix);
String result = String.valueOf(o);
if(result.equals(expected))
{
System.out.println("OK");
++m_testsSucceeded;
}
else
{
String failure = result + "\n--> Expected: " + expected;
System.out.println(failure);
// Append the file name, method name and line number where the test failed to
// aid debugging. We do this by creating an exception and then using the resulting
// stack trace.
Throwable t = new Throwable();
// The element we want is the second one in the stack trace (the bit referring
// to the method that called this one).
StackTraceElement e = t.getStackTrace()[1];
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String trace = "\n
<" + e.getFileName() + ", " +
e.getMethodName() + ", " +
e.getLineNumber() + ">";
m_failedTests.add(prefix + failure + trace);
}
++m_testsDone;
}
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//################## PRIVATE METHODS ##################//
private void end_tests()
{
System.out.println("\nTest Results: " + m_testsDone + " done, " +
m_testsSucceeded + " succeeded");
if(!m_failedTests.isEmpty())
{
System.out.print("\nFailed Tests:\n");
for(String s: m_failedTests) System.out.println("\n" + s);
}
if(!m_untestedMethods.isEmpty())
{
System.out.print("\nUntested Methods:\n\n");
for(String s: m_untestedMethods) System.out.println(s);
}
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}
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private void start_tests()
{
System.out.print("Testing: ");
131
// Output the class name of what we’re testing. Use the same trick as in the output method
// above to get the name.
Throwable t = new Throwable();
// The element we want is the third one in the stack trace (the bit referring
// to the main method in the class in which the calling TestHarness is nested).
StackTraceElement e = t.getStackTrace()[2];
System.out.println(e.getClassName() + "\n");
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}
}

Whilst the code for the main test harness is surprisingly intricate, writing it this way makes the
rest of the code hugely simpler. In particular, writing a new test harness for a class is easy. Listing 2
shows quite how painless it is to write a test harness for a class C:
Listing 2: Writing a new test harness
class C
{
public String greet(String name)
{
return "Hello " + name + "!";
}
public String greet_ex(String name)
{
// (Not yet tested)
//...
}
public static class TestHarness extends TestHarnessAdapter
{
public void test_greet()
{
output(greet("Walfisz"), "Hello Walfisz!"); // we expect the output "Hello Walfisz!"
// More test cases go here.
}
// Test handlers for other functions go here.
}
}

The key things to note about how it works are as follows:
• To test a currently untested function f , we just add a function test f () to the test harness and
add test cases to it. No other changes are required. So for instance, to test greet ex in the above,
we’d just add a function test greet ex() to TestHarness.
• To add a new test case, we just write output(<actual output>, <expected output>). The main
harness class handles all the other details for us.

4.4

In Conclusion

Here’s a screenshot of the test system running so you can get an idea of what it looks like in action
(note: the shaded lines represent places where I’ve clipped out a few of the test cases for brevity):
54

Figure 4.1: Testing the GeomUtil class
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Chapter 5
Conclusions
5.1

Learning Outcomes

I learnt a lot over the course of the project. Not all of the knowledge I gained was technical; in many
ways, I think the methodological lessons I learnt were more important. By attempting to do things
I didn’t have much idea about in advance, I learnt a lot about solving problems, thinking creatively
and persevering. I found certain problems, like how to do zooming properly, particularly satisfying to
solve, because they involved thinking laterally: I had to figure out exactly what problem I was trying
to solve before attempting it.
I also learnt the importance of good project management. The larger the project became, the more I
found it necessary to keep it well-organised. I did this in a number of ways: I made good use of layout
and commenting in the code, I rigorously refactored to improve its design, I maintained a detailed ‘to
do’ list to keep track of what I needed to work on and I used a structural analyser to pinpoint sections
of code which could benefit from further attention. All this helped me to keep a code-base of (by the
end) nearly 18,000 lines of code (in over 80 source files) under control, something which would have
been impossible if I’d gone about the project in a haphazard fashion.
While most of the long-lasting lessons I’ve learnt as a result of doing the project are to do with
methodology, I also gained a fair amount of (somewhat specialised) technical knowledge over its
duration. In particular, I figured out a lot more about BSP trees as a result of devising my convex
CSG operations, I managed to come up with a way of implementing landscapes using cubic B-splines
(solidifying my knowledge of them in the process) and I learnt how difficult it can be at times to
translate theory into practice (writing code to invert large matrices being just one example).

5.2

Appraisal

Overall, I think the project has been reasonably successful. When I started it, I never expected to
get this far: indeed, I deliberately kept the compulsory feature list in my project proposal fairly modest to avoid promising things I couldn’t deliver! In the end, I ended up implementing not only the
compulsory features I’d outlined, but most of the optional ones as well.
What I’m most pleased about is that the editor isn’t just a toy application: it’s actually a useful
tool for creating complex 3D maps like this one (rendered in wireframe to show as much of the level
as possible):
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That was my goal at the start of the project. I’m glad I managed to reach it!
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Appendix A
The Editor’s Commands
This appendix lists all the relevant commands of the editor. I’ve listed them in groups of related
commands, because it makes it easier to see what’s going on.
It should be noted that there isn’t a one-to-one correspondence between the commands listed here
and actual subclasses of Command: some of the subclasses were parameterised so they could be
reused for more than one command and a small number of the commands required more than one
implementation to handle special cases (3D Multideselection is a good example of the latter).
Brush Carve
Brush Split

Peforms a CSG carve operation.
Splits the currently selected brush across a
plane.
Enters split mode, allowing the user to define
the plane across which a brush should be
split.
Hollows the currently selected brush.
Performs a CSG intersection operation.
Performs a CSG union operation.

Enter Split Mode

Hollow Brush
Intersect Brushes
Union Brushes

Figure A.1: CSG / Brush Splitting Commands

Change Landscape Height
Decrease Resolution
Enter Landscape Modification Mode

Increase Resolution
Leave Landscape Modification Mode

Changes the height of one of the points the
landscape should interpolate.
Decreases the resolution of a landscape.
Puts the landscape into modification mode,
i.e. the mode in which users can manipulate
landscape heights.
Increases the resolution of a landscape.
Puts the landscape back into normal mode.

Figure A.2: Landscape Commands
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3D Multideselection

3D Multiselection

3D Selection
Group Selection

Initial New Selection
New Selection

Selection

Removes a brush from the currently selected
composite (the user clicked in the 3D view
to do the multideselection).
Adds another brush to the currently selected
composite (the user clicked in the 3D view
to do the multiselection).
Selects a brush (the user clicked in the 3D
view to do the selection).
Selects a group of brushes (this is the action
executed on pressing Enter when you’ve enclosed a group of brushes in a selection box).
Creates a new selection box.
The full action of creating a new selection
box: encompasses Initial New Selection and
Resize.
Selects a brush (the user clicked in a design
canvas to do the selection).
Figure A.3: Selection Commands

Flip X
Flip Y
Flip Z
Horizontal Shear
Resize
Rotation
Translation
Vertical Shear

Flips the currently selected brush across its
centre in the x direction.
Flips the currently selected brush across its
centre in the y direction.
Flips the currently selected brush across its
centre in the z direction.
Shears the currently selected brush (horizontally on the current design canvas).
Resizes the currently selected brush.
Rotates the currently selected brush.
Translates the currently selected brush.
Shears the currently selected brush (vertically on the current design canvas).
Figure A.4: Transformation Commands
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Brush Creation

Delete Brush
Flatten Composite

Group
Initial Brush Creation
Paste
Texture Application
Ungroup

The full action of creating a new brush: encompasses Initial Brush Creation and Resize.
Deletes the currently selected brush.
Flattens the tree of brushes represented by
a composite into a single-level composite of
the the tree’s leaf brushes.
Makes the currently selected transient composite brush into a ‘permanent’ composite.
Creates a new brush.
Pastes a copy of the brush currently on the
clipboard.
Applies texture details to a face.
Makes the currently selected ‘permanent’
composite brush into a transient composite.
Figure A.5: Miscellaneous Commands
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Appendix B
Binary Space Partitioning
Gallia est omnis divisa in partes tres. (All Gaul is divided into three parts.)
Why using BSP trees can sometimes be inappropriate
J ULIUS C AESAR , T HE C ONQUEST OF G AUL

This (rather extensive) appendix explains the details of BSP trees for the benefit of anyone who’s
unfamiliar with them. There’s far more information here than I was able to fit in the main report
(indeed, there’s probably far more information here than you’re ever likely to want to know!), but it’s
quite hard to understand exactly how the CSG implementation works without some of the underlying
theory, so I thought it best to at least put it in the report somewhere.
For a more succinct explanation of BSP trees, take a look at [3]. The presentation in our course
notes differs slightly from my explanation of it here (in particular, note that the left and right children
in the tree diagrams are drawn the other way round), but all the essential details are the same.
Readers with an interest in the history behind BSP trees may also wish to take a look the original
paper on the topic [8], which is freely available on the web. I mention it here mostly as a curiosity.

B.1

What is Binary Space Partitioning?

Binary Space Partitioning, hereafter referred to as BSP, is, as its name suggests, the process of recursively dividing world space into two. The structure resulting from it is a tree (or, more specifically, a
BSP tree), each node of which represents a convex subspace of the world. Consider Figure B.1:

(a) A partition diagram of an example
world...

(b) ...and its corresponding BSP tree

Figure B.1: A BSP example
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The figure on the left is intended to show the recursive partitioning of a world consisting of two
rectangular rooms joined by a corridor. It’s an example of what I call a partition diagram. Exactly
how these work will be explained in the next section but for now, compare it to its equivalent BSP
tree on the right. The leaves of the tree have been labelled with Greek letters: looking at the diagram,
we can see these correspond to specific subspaces of the world. For instance, η corresponds to the
subspace behind the plane of the polygon labelled 2, in front of those of the polygons labelled 4 and
5 and behind that of the polygon labelled 6.
It isn’t just leaves that correspond to subspaces, either. The node labelled 4 in the tree, for instance,
corresponds to the whole subspace behind 2: note that this is a superset of the subspace corresponding
to η. Furthermore, all the subspaces are convex, as already noted. This is easy to show: we simply
note that the original world is a convex space and that dividing a convex space across a plane gives us
two convex subspaces as a result.
Each leaf of the tree is either empty (in which case it is marked ⊥) or solid (in which case it is
marked >). Empty leaves are assumed to be in front of polygons and solid leaves to be behind them.
The arrows on the polygons indicate the directions they are facing (they represent the polygons’
normals). (When thinking about map-editing, empty leaves correspond to areas through which a
player can move and solid leaves correspond to walls, floors, etc.)
Each internal node of the tree contains a split plane P and two children and represents some
convex subspace S. Its left (or front) child represents the subspace of S that is in front of P and
its right (or back) child represents the subspace of S that is behind P . (Note that the union of the
two child subspaces is simply S itself. Any node’s subspace is thus a subspace of any of its ancestor
nodes’ subspaces, which explains the example I gave above.) We refer to the subtree rooted at the
front child of a node as the node’s front subtree and to that rooted at the back child of a node as the
node’s back subtree. For instance, 4’s back subtree is rooted at 3 in Figure B.1(b).

B.2

Partition Diagrams

A BSP tree represents a recursive partitioning of world space using the split planes contained in
its internal nodes. A partition diagram is a way of visualising the effects of this partitioning by
superimposing it on a diagram of the world it divides. Consider Figure B.2. In (a) we see the original
world for which we’re constructing a tree and in (b) we see the partitioning induced by a BSP tree we
might construct for it (see Figure B.1(b)). Superimposing the partitioning on the world (and adding a
few labels) gives us the partition diagram we saw in Figure B.1(a).
Looking at the partitioning in (b), we note that the split planes of nodes other than the root node
have been drawn on the diagram as half-planes. The reason for this is fairly obvious: we’re not
dividing the entire world across these planes, we’re merely dividing the subspaces at the nodes in
question across them. Drawing it this way makes it plain what’s going on.
As previously pointed out, each convex subspace in the partition diagram, whether fully-enclosed
by split planes or not, corresponds to a leaf in the diagram’s associated BSP tree.

B.3

Tree Construction

We now turn our attention to how to actually build a BSP tree. Building such a tree involves recursively partitioning the world: it should come as no surprise, therefore, that our solution involves
recursion at an implementation level. We want to construct a tree for a set of polygons contained in
(the entirety of) the world. This is no different in principle from constructing such a tree for a set of
polygons contained in a convex subspace of the world:1 this subproblem turns out to be the focus of
the main function of our recursion.
1

The world, after all, is a convex subspace of itself!
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(a) The world for which we’re constructing
a tree...

(b) ...and the partitioning induced by the
tree we build

Figure B.2: The components of a partition diagram

To construct a tree for a (non-empty) set of polygons contained in a convex subspace S, we do the
following:
1. Choose the plane of one of the polygons as a split plane across which to divide S.
2. Classify all the polygons into the two subspaces on either side of the plane, splitting any which
straddle the split plane.
3. Recursively construct trees for the subsets of polygons which have been classified into the two
child subspaces.
4. Construct the final tree by making a root node whose left child is the root node of the tree for
the polygons in the subspace in front of the split plane and whose right child is the root node of
the tree for the polygons in the subspace behind it.
Listing 3 shows how this process is implemented in the editor code. Using the build subtree function, building our BSP tree for the entire world simply involves calling build subtree(m root, polys),
where m root is a root node for the newly-created tree and polys is the set of polygons for which we’re
building it.
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Listing 3 Constructing a BSP subtree
private void build_subtree(final BranchNode node, final Iterable<Polygon> polys)
{
node.m_splitter = choose_splitter_plane(polys);
LinkedList<Polygon> frontPolys = new LinkedList<Polygon>();
LinkedList<Polygon> backPolys = new LinkedList<Polygon>();
for(Polygon poly: polys)
{
switch(GeomUtil.classify_polygon_against_plane(poly, node.m_splitter))
{
case CP_BACK:
{
backPolys.add(poly);
break;
}
case CP_COPLANAR:
{
break;
}
case CP_FRONT:
{
frontPolys.add(poly);
break;
}
case CP_STRADDLE:
{
Pair<Polygon,Polygon> splitPolys =
GeomUtil.split_polygon(poly, node.m_splitter);
frontPolys.add(splitPolys.first);
backPolys.add(splitPolys.second);
break;
}
}
}
if(frontPolys.isEmpty())
{
node.m_leftChild = new LeafNode(node);
}
else
{
BranchNode left = new BranchNode(node);
build_subtree(left, frontPolys);
node.m_leftChild = left;
}
if(backPolys.isEmpty())
{
node.m_rightChild = new LeafNode(node);
}
else
{
BranchNode right = new BranchNode(node);
build_subtree(right, backPolys);
node.m_rightChild = right;
}
}
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B.3.1

Choosing an appropriate splitting plane

We haven’t yet addressed the interesting problem of how best to choose the splitting plane with which
to partition a convex subspace. A naive approach might see us picking the plane of an arbitrary
polygon in our set (the first, say, if the set were represented in the code by a list of some sort). This
works to the extent that it’s a useful thing to do when concentrating on getting the rest of the code
working, but the trees produced are somewhat less than satisfactory: they are generally unbalanced
and much larger than necessary.
We seek a better solution: [3] suggests an heuristic approach, namely that of choosing the plane
of a polygon “in the middle”, or with the “‘most popular” normal’. The approach I followed was a
slightly-modified version of that which took into account the following factors:
1. Tree generation is, in general, a fairly ‘offline’ process. We’ve got the time to do a bit of
calculation to choose a decent split plane. When doing CSG in an editor, we can’t take too long
about building our trees, but it doesn’t have to be instantaneous: it’s more important to generate
a half-decent tree.
2. We want as balanced a tree as possible. The more balanced a tree with n nodes is, the more
its height h is θ(log2 (n)) rather than θ(n). Thus operations which take θ(h) time, say, are
hugely more efficient on balanced trees. As it turns out, we can’t balance the tree optimally in
a sensible amount of time (we’d have to do a brute-force enumeration of all the possible trees,
which is intractable for all but the smallest cases), but we can do reasonably well by picking,
at each stage, a split plane with similar numbers of polygon fragments on each side of it. (This
is effectively a greedy algorithm: we’re trying to get close to the global optimum by making
locally optimal choices.)
3. We want as small a tree as possible. There’s no point in a tree having near-perfect balance if it’s
got an excessive node count. Excessive node counts are caused by lots of polygons being split.
This mitigates for trying to minimise the amount of polygon splitting that we’re doing.
So how do we proceed? What we need is a metric which assigns a value to the desirability (or
otherwise) of a given split plane. We then calculate this metric for each plane in which one of our
polygons lies2 and choose a plane with (in this case) the lowest metric value. The metric we use is
defined as follows:
Suppose polys is the set of polygons from whose planes we’re choosing a splitter
and plane is the split plane under consideration.
Define the following sets:
fp := { p ∈ polys | classify_polygon_against_plane(p, plane) = CP_FRONT }
bp := { p ∈ polys | classify_polygon_against_plane(p, plane) = CP_BACK }
sp := { p ∈ polys | classify_polygon_against_plane(p, plane) = CP_STRADDLE }
If β is a numerical weight representing how important we think it is that the
tree should be balanced and σ is a weight representing how important we think
it is to minimise the number of polygons being split, then
metric(plane) := β * |#fp - #bp| + σ * #sp
defines a metric which allows us to vary the importance of the two factors.

Figure B.3: The split plane metric
2

Formally, the set of planes we’re choosing from is P = {p | ∃poly ∈ polys · poly lies in p}.
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We can allow the user to specify values for β and σ and sometimes it can make sense to do this.
Most of the time, though, we just use default values; I’ve (somewhat arbitrarily) chosen β = 8 and
σ = 1, which works well in practice.

B.3.2

An example

To illustrate exactly what’s going on, I’ll demonstrate the process of generating a tree for the small
example world shown in Figure B.4. (Readers who are already quite clear about what’s happening
may wish to skip this section; it’s included partly for completeness.)

Figure B.4: A small example world

First of all, let’s look at a few possible trees for the world. The trees for it in Figures B.5(a) and
(b) are relatively balanced, whereas that in (c) isn’t. Notice, however, that it does have fewer nodes
and leaves than the first two: we split fewer polygons and the resulting tree ended up being smaller.
The disadvantage, of course, is that the tree is much deeper than its more balanced counterparts.

(a) Balanced, Nodes: 15, Leaves: 8

(b) Balanced, Nodes: 15, Leaves: 8

(c) Unbalanced, Nodes: 13,
Leaves: 7

Figure B.5: A few possible trees for the world

There is to some extent a trade-off, then, between keeping trees balanced and keeping them small;
by varying the balance and split weights, we can try and get a good compromise between the two. We
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could obtain the tree shown in (c), if that was what we wanted, by specifying a relatively large split
weight; the other two could be obtained by specifying a relatively large balance weight.3
Let’s step through the tree construction when the weights are set to their default values (β = 8
and σ = 1). Figure B.6 shows the process in detail. At each stage, the polygon whose split plane we
choose is circled (the metrics we use to make this choice are shown in brackets, where it makes any
difference). The tree we end up with is the one in Figure B.5(a). (As just mentioned, we can vary the
weights to vary the tree produced.)

Figure B.6: The tree construction process

B.4 Clipping Entities
There are many occasions, particularly when doing things like CSG, when we wish to clip something
to a BSP tree. We might, for instance, need to determine which fragments of a given polygon or brush
reside in empty or solid space. In this section, I will present a generic algorithm for doing exactly
that.
The basic idea is as follows: starting at the root node of the tree, we classify the entity (the polygon,
brush, etc.) against the split plane of the current node; if it’s entirely in front of the split plane, we
recurse down the front subtree, if it’s behind it, we recurse down the back subtree and if it straddles
the split plane, we split the entity and pass each half down the appropriate subtree. Eventually, either
the whole entity or fragments of it end up in the various leaves of the tree, at which point we can
3

What I mean by relatively large here is ‘large relative to the other weight’, as opposed to ‘quite big’.
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determine which ones we’re interested in (the ones in solid leaves, for example) and return them.
Figure B.7 shows how we might clip a polygon to a tree.

Figure B.7: Clipping a polygon to a tree

B.4.1

Clip functors

The clipping process works almost exactly the same way for each different type of entity. A few
differences show up when we get round to classifying or splitting them, however: we can’t, for
instance, split polygons and brushes across a plane using identical methods. What we can do, though,
is to introduce the notion of a clip functor, an instance of an entity-specific class that implements the
IClipFunctor interface and fills in the necessary details for a given type of entity. Listing 4 shows the
interface clip functors are expected to implement.
Listing 4 The IClipFunctor interface
public interface IClipFunctor<T>
{
int classify_against_plane(final T entity, final Plane plane);
boolean pass_coplanar_back(final T entity, final Plane plane);
Pair<T,T> split_with_plane(final T entity, final Plane plane);
}
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Note that the interface specifies another function in addition to classifying and splitting an entity,
namely pass coplanar back. Attentive readers will have noticed that my explanation of the clipping
process above didn’t mention what to do when the entity lay entirely in the split plane;4 this turns
out to be different for each clipping process, so we specify it by specifying this pass coplanar back
method of our clip functor each time.5

B.4.2

Writing the code

Making use of this notion of clip functors, we can now define our clipping process entirely generically.
The code to do this is shown in Listing 5. (Note that the listed code is for clipping to a subtree: to clip
to the whole tree, we simply pass in the tree’s root node as the root of our subtree, i.e. as the node
argument to clip to subtree.)
4

Note that polygons can lie in the split plane, but brushes can’t because the editor restricts them to having non-zero
volume.
5
The relevant places in the main report describe the appropriate behaviour for each clipping process.
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Listing 5 The clipping process
private static <T> Pair<LinkedList<T>, Boolean> clip_to_subtree(final T entity,
final IClipFunctor<T> clipFunctor, final INode node, int fragmentType)
{
if(node.is_leaf())
{
ILeafNode leafNode = (ILeafNode)node;
Pair<LinkedList<T>, Boolean> ret = new Pair<LinkedList<T>, Boolean>();
ret.first = new LinkedList<T>();
ret.second = false;
if((leafNode.is_empty() && fragmentType == CPTT_EMPTY_FRAGMENTS) ||
(leafNode.is_solid() && fragmentType == CPTT_SOLID_FRAGMENTS))
{ ret.first.add(entity); ret.second = true; }
return ret;
}
// If we get here, the node wasn’t a leaf node, so it must be a branch node.
IBranchNode branchNode = (IBranchNode)node;
switch(clipFunctor.classify_against_plane(entity, branchNode.splitter()))
{
case CP_BACK: return clip_to_subtree(entity, clipFunctor, branchNode.right(), fragmentType);
case CP_FRONT: return clip_to_subtree(entity, clipFunctor, branchNode.left(), fragmentType);
case CP_COPLANAR:
{
// The clip functor’s method determines which side we pass the entity down.
if(clipFunctor.pass_coplanar_back(entity, branchNode.splitter()))
{
return clip_to_subtree(entity, clipFunctor, branchNode.right(), fragmentType);
}
else
{
return clip_to_subtree(entity, clipFunctor, branchNode.left(), fragmentType);
}
}
case CP_STRADDLE:
{
Pair<T,T> p = clipFunctor.split_with_plane(entity, branchNode.splitter());
Pair<LinkedList<T>, Boolean> fragments =
clip_to_subtree(p.first, clipFunctor, branchNode.left(), fragmentType);
Pair<LinkedList<T>, Boolean> backFragments =
clip_to_subtree(p.second, clipFunctor, branchNode.right(), fragmentType);
if(fragments.second == true && backFragments.second == true)
{
// Both parts of the entity survived the clipping process, so the whole entity survived.
Pair<LinkedList<T>, Boolean> ret = new Pair<LinkedList<T>, Boolean>();
ret.first = new LinkedList<T>();
ret.first.add(entity);
ret.second = true;
return ret;
}
if(fragments.second == true)
{
// The front part of the entity survived the clipping process.
fragments.first = new LinkedList<T>();
fragments.first.add(p.first); // the front fragments are the front part of the entity
fragments.second = false;
// we’re going to be adding backFragments into fragments
// and returning it, so its survival flag needs correcting
}
else if(backFragments.second == true)
{
// The back part of the entity survived the clipping process.
backFragments.first = new LinkedList<T>();
backFragments.first.add(p.second); // the back fragments are the back part of the entity
}
// Note: Not ideal, what we really want is a list splice here.
fragments.first.addAll(backFragments.first);
return fragments;
}
default: throw new java.lang.Error();
}
}
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Appendix C
A Mathematical Formalism for CSG
This appendix contains an attempt to formalise my CSG implementation mathematically. This is a
useful thing to do for a number of reasons:
• It offers a description of how CSG works that is more precise and succinct than the prose
in the main report. (On the other hand, the prose is much clearer: the two approaches are
complementary.)
• It amounts to a formal specification for an actual implementation in an imperative language like
Java.
• It’s much clearer than the corresponding implementation in Java: we can use the full expressive
power of mathematics to convey what we mean, rather than trying to explain a lot of intricate
code.
Since brevity is well-known to be the soul of wit, I haven’t elaborated much on the mathematical
definitions I’ve given for things. It should be possible to figure out what’s going on using the explanations given in the main report. (Failing which, this appendix isn’t all that important, so don’t worry
about it!)

C.1

Basic Definitions

I’ll start with a few things that we’ll need later:
• All (non-composite) brushes are convex.
• A world configuration is a set of all the brushes in the world at a given moment.
• A CSG operation (e.g. carve, convex union, convex intersection, etc.) is a function from one
world configuration to another.
• For any brush b, f aces(b) is the set of b’s faces.
• For any set of brushes B, F aces(B) is the set of face sets of all the brushes in B. Formally,
F aces(B) = {f aces(b) | b ∈ B}.
• The function tree :: {P olygon} → T ree builds a BSP tree from a set of polygons.
• The generic function clip to tree :: (T, ClipF unctor<T >, T ree, F ragmentT ype) → {T }
clips entities to trees as explained in Appendix B.
• The function generate convex volumes :: T ree → {Brush} generates brushes surrounding
the solid leaves of a tree, using the method explained in the main report.
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C.2

Non-Convex Union and Intersection
S

T

Our next step is to define the non-convex union and intersection functions, N and N . Since the two
functions are essentially quite similar, we implement both of them in terms of a function which I’ll
call symmetric op:
Listing 6 Implementing non-convex union and intersection
symmetric_op :: FragmentType → {{Polygon}} → {Polygon}
symmetric_op ft {ps} = ps
symmetric_op
ft {ps, qs} =
S
{clip_to_tree(p,
pcfPassSameBack(ft), tree(qs), ft) | p ∈ ps} ∪
S
{clip_to_tree(q, pcfPassSameFront(ft), tree(ps), ft) | q ∈ qs}
symmetric_op ft (pss ∪ {ps}) = symmetric_op ft {symmetric_op ft pss, ps}
S
SN :: {Brush} → {Polygon}
N B = symmetric_op ⊥ Faces(B)
T
TN :: {Brush} → {Polygon}
N B = symmetric_op > Faces(B)

In this, pcf P assSameBack(f t) is a polygon clip functor which passes coplanar polygons with
same-facing normals down the back subtree and pcf P assSameF ront(f t) is one which passes them
down the front subtree. Both pass coplanar polygons with opposite-facing normals down the back
subtree if the fragment type f t is ⊥, i.e. if we’re doing a union, and down the front subtree if it’s >,
i.e. if we’re doing an intersection.

C.3

Mini-Operations

Using the above, we can define what I will call our CSG mini-operations, so named because they
operate only on specified brushes rather than on the world as a whole. There are three such minioperations, each corresponding to an actual CSG operation which operates on the world, namely convex difference (which corresponds to carve) and the convex union and intersection mini-operations
(each of which correspond to the actual CSG operation with the same name). We factor the commonU
ality present in the latter two into a function C . Consider the following:
Listing 7 Implementing our mini-operations
Convex Difference
\C :: Brush → {Brush} → {Brush}
S
a \C B = clip_to_tree(a, bcf, tree( N B), ⊥)
Commonality
U
UC :: FragmentType → {Brush} → {Brush}
C ft B = generate_convex_volumes(tree(symmetric_op ft Faces(B)))
Convex Union and Intersection
S
U
TC = UC ⊥
C =
C >
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In this, bcf is understood to be an appropriate clip functor for brushes (as defined in the main
report).

C.4

CSG Operations

Finally, we use our mini-operations to define our actual CSG operations. In all the equations which
follow, note that B ⊆ W , i.e. the brushes we use for the CSG operations are actually in the world
themselves.
Listing 8 Implementing our CSG operations
Carve
:: {Brush}
→ WorldConfiguration → WorldConfiguration
S
B W = {wb \C B | wb ∈ (W \ B)} ∪ B
Convex Union
L
→ WorldConfiguration
L :: {Brush} → WorldConfiguration
S
B W = (W \ B) ∪ ( C B)
Convex Intersection
N
→ WorldConfiguration
N :: {Brush} → WorldConfiguration
T
B W = (W \ B) ∪ ( C B)

L

Attentive readers will no doubt wish to observe that the CSG operations are not actually , and
L
N
, but are of the form B, B and B for various brush sets B. If we were to write these, we’d
L
probably use subscript notation such as B , because it looks neater.

N
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Appendix D
Miscellaneous Details
This appendix discusses some of the low-level details needed for brush splitting and CSG.

D.1

Classifying composite entities against a plane

The basic idea is simple: we can classify a composite entity (e.g. a polygon, a simple polyhedral
brush, a composite brush, etc.) against a plane by classifying its elements (respectively points, faces,
other brushes, etc.) against the plane and interpreting the results. If all of its elements are on one side
of the plane, then the composite entity itself is. If some are on one side and some are on the other, or if
any of its elements straddles the plane, then the composite entity straddles the plane. (Note that whilst
a polygon’s points can’t straddle a plane, a simple polyhedral brush’s faces and a composite brush’s
component brushes can.) Finally, if all of its elements lie in the plane, then so does the composite
entity. (Though in practice, the editor prevents brushes from ever having zero volume and thus they
can never lie in a plane.)
To implement this, we maintain two Boolean flags (both initially false), one indicating whether
we’ve seen an element behind the plane and the other indicating whether we’ve seen one in front of
it. We process the elements of the composite entity in turn: each can be in front of the plane, behind
it, straddling it, or in it. (In the case of points, we classify them by plugging them directly into the
plane equation.) If we see an element in front of or behind the plane, we check if we’ve already seen
one on the other side of it. If so, the entity must straddle the plane; if not, we set the appropriate flag
and continue. If we see an element straddling the plane, the entity must also straddle it. If we see an
element in the plane, it doesn’t tell us anything so we ignore it.
The code for classifying all three types of composite entity is much the same (indeed, the only
reason I haven’t factored out the commonality is that it would make things overcomplicated and the
additional method calls required might slow things down a bit: classification methods get called a
lot!). An implementation for simple polyhedral brushes is shown in Listing 9. I chose it in preference
to one for polygons because it shows what we do in the case where an element of the composite entity
straddles the plane: since points can’t straddle planes, this isn’t present when classifying polygons.

74

Listing 9 Classifying a polyhedral brush against a plane
public int classify_against_plane(final Plane plane)
{
boolean backFlag = false, frontFlag = false;
for(Polygon poly: m_polys)
{
switch(GeomUtil.classify_polygon_against_plane(poly, plane))
{
case CP_BACK:
{
if(frontFlag) return CP_STRADDLE;
else backFlag = true;
break;
}
case CP_COPLANAR:
{
// No effect.
break;
}
case CP_FRONT:
{
if(backFlag) return CP_STRADDLE;
else frontFlag = true;
break;
}
case CP_STRADDLE:
{
return CP_STRADDLE;
}
}
}
if(backFlag) return CP_BACK;
else if(frontFlag) return CP_FRONT;
else return CP_COPLANAR;
}

D.2

Splitting a polygon across a plane

Splitting a polygon across a plane isn’t particularly difficult.1 You walk round the polygon’s (circular)
vertex list until either (a) you find a coplanar point or (b) you find an edge which crosses the plane.
In case (a), you just make a note of the coplanar point; in case (b), you add another point where the
edge intersects the plane2 and make a note of that instead. You continue walking round until you’ve
found two coplanar points. The polygon fragments on each side of the plane are then constructed by
starting at one of the coplanar points and walking round the vertex list to the other.

1

Though if you do it in the optimised way I actually used, rather than the nice easy way I’ve described, it does require
a bit of care!
2
As remarked previously, calculating the intersection of a line and a plane is a standard operation. For more details,
readers may wish to take a look at [6].
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D.3

Generating an extremely large polygon on a plane

In practice, there are many different ways to go about doing this. My method worked as follows:
1. Generate an arbitrary unit vector, u, in the plane. To do this, we just calculate n × (0, 0, 1)
(where n is the plane normal) and normalize the result, provided the angle between n and
(0, 0, 1) isn’t too small (since the cross product of two vectors which point in the same direction
is the zero vector). If it is, we simply replace (0, 0, 1) by (1, 0, 0). Either way, we eventually
end up with a vector which is perpendicular to n: it thus lies in the plane. (This gives us one
axis of a coordinate system in the plane.)
2. Calculate u × n and normalize the result, to give another unit vector, v, in the plane which is
perpendicular to u. (This gives us the other axis of the coordinate system).
3. Project the world origin (0, 0, 0) onto the plane along the normal to give a point, o, in the plane.
(This is the origin of the coordinate system.)
4. Generate a large square polygon on the plane with vertices at o + k(−u − v), o + k(u − v),
o + k(−u + v) and o + k(u + v), for some arbitrarily large number k. (In practice, I chose
k = 1000000: if you make it too large, you get small floating-point errors; if you make it too
small, you can end up with gaps in your brush after the clipping process.)
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