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FAO: Dr. Geraint Jones

Networks and Operating Systems

Tutorial 3
Question 1

What is UDP for? Why cannot an application that wants to use datagrams use 'raw IP'?

Answer:

(Self-note: The relevant bit in Tanenbaum is p.43)

UDP is a protocol for applications that want to provide their own sequencing and

flow control instead of using those of TCP. Unlike TCP, it is connectionless and

unreliable. It's widely used for short request-reply queries (such as requesting

the IP address for a host name, for instance) and for transmitting speech and

video, where the delay is more important than the accuracy.

(Self-note: The relevant bit in Tanenbaum is pp.525-6)

An application that wants to use datagrams can't use raw IP because the latter

doesn't have any information about the source and destination ports, or the

length of the datagram. These pieces of information (along with a checksum,

which is optional) are stored in the UDP header and are vital if the transport

layer is to know what to do with the packet (in other words, for which process

the datagram is intended - what we want is for it to be delivered to the process

attached to the destination port). Having the source port is important if you

want to be able to send messages back to the process which sent you one.

Question 2

The TCP header has a single bit marked ACK in the figure in slide 175 (Fig 6-29

in the book); it tells the receiver whether the acknowledgement field is used in

this segment. Why is it needed?

Answer:

(Self-note: The relevant bit in Tanenbaum is at the top of p.538)

It's needed to distinguish between CONNECTION REQUEST and CONNECTION ACCEPTED

messages (and for nothing else, apparently, since ACK is set to 1 in every

other transmission). What happens at the start of a connection is that the

connecting machine sends a connection request to the connectee in which the

SYN field is set to 1 and the ACK field is set to 0. The connectee then sends

back a connection accepted message in which the SYN field is set to 1 and the

ACK field is likewise set to 1. If the two messages were not different, this

could be mistaken for a connection request in the opposite direction.

Question 3

When I lived in Wolfson College, the machine in my flat thought its IP number

was 192.168.2.2, but you will notice that this is a 'local' address; and there

was a NAT translation at 192.168.2.1 which was a switch connected to the

University network. An abstract of the routing table in my machine's kernel at

the time showed:

daedalus_% /sbin/route

Kernel IP routing table

Destination
Gateway

Mask


Iface

192.168.2.0
*


255.255.255.0

eth0

127.0.0.0
*


255.0.0.0

lo

default

192.168.2.1

0.0.0.0


eth0

The switch was given (by DHCP as it happens) the number 163.1.182.21 on the

University network. Suppose that I ran a process A that tried to open a TCP

connection from port 49157 on my machine to a process B which was listening

to port 80 on web.comlab.ox.ac.uk (which was at 163.1.27.26).

What is the sequence of events that would happen in setting up the TCP

connection?

Answer:

* A TCP packet with the SYN bit on and the ACK bit off (generated as a result

  of executing the CONNECT primitive on 192.168.2.2) gets sent to 163.1.27.26.

* To do this, 163.1.27.26 gets looked up in the routing table. We find that

  the gateway to use is at 192.168.2.1 and thus send our packet there.

* Now 192.168.2.1 is a NAT box, so when the packet gets there it undergoes

  a NAT translation. The NAT box stores the pair (192.168.2.2, 49157) somewhere

  in its lookup table, let's say corresponding to the NAT's port number p. The

  NAT then sends the packet on to 163.1.27.26, changing the source address to

  its own address on the university network (163.1.182.21) and the source port

  to p.

* Let's assume for simplicity that we can send it straight there from the NAT

  box. Then the process at 163.1.27.26:80 receives the packet just described.

  Assuming it accepts the connection (otherwise this would be pointless, after

  all), it executes its ACCEPT primitive, resulting in a TCP packet with the

  SYN and ACK bits both on being sent back to the port on the NAT (163.1.182.21:p).

* The NAT looks up the pair corresponding to its port p, namely (192.168.2.2, 49157)

  and sends the packet on to there.

* The process at 192.168.2.2:49157 receives the CONNECTION ACCEPTED packet and

  sends back an acknowledgement of 163.1.27.26:80's choice of sequence number

  in the first packet it sends.

Question 4

(Self-note: The relevant bit in Tanenbaum is pp.444-8)

What happens to TCP connections between machines connected through a switch

implementing NAT if the switch is reset? Why? (What exactly goes wrong?)

Answer:

All the TCP connections are destroyed. What happens is that the mapping

inside the NAT box gets reset, with the following consequences:

(i) If the machine behind the NAT sends another packet as normal, the

    NAT checks the mapping, finds that there is no entry for the original

    IP address and the original source port, and adds a new one (i.e.

    binds a new table index to the original IP and port and uses that

    as the source port for packets being sent out of the LAN). When the

    destination machine receives the packet, it will thus have a different

    source port, so the machine will assume it's arrived from a different

    source.

(ii) If The destination machine sends another packet as normal, the

     NAT checks the mapping, finds that there is no entry at the index

     of the destination port in the packet, and doesn't know what to do.

     An even worse scenario is that a packet from the destination arrives

     after a(nother) machine behind the NAT has sent a packet through it

     which just happened to result in its IP and port being bound to the

     index of the destination port in the packet. This would cause packets

     which were originally intended for a process on the first machine

     behind the NAT to be delivered to a different machine, with

     unpredictable results.

Question 5

One of the principles of layered protocols is that the services provided by

any layer to the next are meant to be as far as possible independent of the

protocols used in that layer to implement them.

Are there transport level protocols or application level protocols on the

Internet that need to be changed when the network protocol is changed from

IPv4 to IPv6? Are these conceptual changes?

Answer:

I'm not sure, I ran out of time doing this one. At a guess, I'd imagine

that there probably are such protocols which need changing (the question

wouldn't have been asked if there weren't), but that the changes aren't

conceptual ones (whether we're using IPv4 or IPv6, it's essentially the

same idea).

Question 6

What are the consequences of IPv6 for NAT?

Answer:

NAT will no longer be needed once the whole Internet has migrated to IPv6,

because it's a short-term solution to the problem of having too few IP

addresses to go round. Since IPv6 has 2^128 addresses, once everyone

has switched to it NAT will be a solution to a problem that no longer

exists and can be phased out.

Question 7

Suppose some TCP connection has a maximum segment size of 1KB, an

advertised receive window of 41KB and a congestion window set to 18KB

when a timeout happens. What sequence of sizes of transmission will follow

if the network is uncongested but the proces reading the byte stream at the

receiver is not consuming any input?

Answer:

(Self-note: The relevant bit in Tanebaum is pp.548-50)

The other variable we haven't mentioned in the question is the threshold.

When the timeout happens, the threshold is set to 18/2 = 9KB and the

congestion window is reset to 1KB. We then apply the slow start algorithm:

Send 1KB
Congestion Window <- 2KB

Receiver Window now has 1KB in it

Send 2KB
Congestion Window <- 4KB

Receiver window now has 3KB in it

Send 4KB
Congestion Window <- 8KB

Receiver window now has 7KB in it

Send 8KB
Congestion Window <- 10KB
Receiver window now has 15KB in it

*** Note that we would have hit the threshold when we doubled it - the algorithm

    in the book had the threshold as a power of 2 (in KB), so it was obvious

    what to do, whereas here it isn't entirely; we could have doubled it and

    then proceeded linearly next time, but in a way it makes more sense to

    simply set it to threshold+1 (= 9+1 = 10 here) if we would have gone over ***

Send 10KB
Congestion Window <- 11KB
Receiver Window now has 25KB in it

Send 11KB
Congestion Window <- 12KB
Receiver Window now has 36KB in it

Send 5KB





Receiver Window is full

Question 8

Many of the computers you deal with will have three identifiers that are

globally unique: an ethernet MAC address, an IP number, and a fully qualified

DNS host name.

Is it possible or likely that machines have two or more of any of these? Why?

Answer:

It's possible to have two or more MAC addresses if you have more than one network

adapter in your machine. This isn't that unlikely; you might have a wireless

adapter as well as an ethernet one, for instance.

It's quite likely that machines will have more than one IP address, one on the

LAN and a separate one on the internet.

It's possible to have more than one fully qualified DNS host name as well;

for instance, a company might want to register blah.co.uk as well as blah.com

and have them refer to the same web server.

Question 9

Partly because of the growth in the numbers of commercial users of the

internet, and partly because many browsers take "name" to be an abbreviation

for http://www.name.com/ the .com domain has become very large (and

flat). This means that there is a heavy load on the top-level server for this

domain.

Extra top-level domains (like .biz) have been created to try to ease the

problem, but this has little effect on the problem. How else might you deal

with the problem? (You can propose changes to client code if necessary, but

must keep everything working while it is rolled out.)

Answer:

(Self-note: The relevant bit in Tanenbaum starts on p.579)

There are two approaches we could take here, technical and non-technical.

Non-Technical:

* Immediately disallow the registration of any extra .com domain names.

* Disallow reregistration of .com domain names (or .whatever, for that matter)

  beyond a certain threshold

  * allocate that number of names on a first-come, first-served basis

  * whilst not ideal from a business point of view, it solves the technical

    issue

  + easy way to gradually migrate to fewer .com domain names when their

    registration periods run out

  - the first-come, first-served approach will annoy a lot of businesses,

    especially because you're bound to get some large multi-national company

    trying to buy large numbers of domain names just to annoy their competitors

* Make .com domains prohibitively expensive to reduce the number of companies

  willing to fork out for one.

  + if you make the cost of a .com domain great enough, fewer people will want one

  - you'll have to make it quite significant, because if browsers point people to

    .com domains by default if you just type in the name, then there's a significant

    business advantage to having a .com over anything else

  - you'll create a two-tier system where only the largest companies can afford .com domains

  - you'll probably reap less revenue than before if you make the cost too great (it depends

    on the price-quantity curve, obviously)

Technical:

* Have multiple domain name servers for .com domains and change client code so that it

  picks a random one to query. Note that the random number generation is done on the client,

  not on a master server, because otherwise the master server would just be overloaded instead

  and we'd have solved nothing.

  + spreads the load over a large number of servers

  + everything stays working while we're rolling it out, because the original server

    just becomes one of the ones which can be chosen randomly

  - requires changes to client code

  - important (and potentially tricky) to ensure that all the servers supply identical information

  - generating the random number slows it down a little, though this is probably negligible

Question 10

The reply to a successful HTTP GET request is meant always to contain a

Content-Type header containing a MIME type. Why?

Sometimes a web page which when viewed with a Netscape browser seems to

contain only gibberish, appears to contain something like a movie clip when

viewed with Internet Explorer. Why do you think that is? How does this fit

with the 'be strict when sending, and tolerant when receiving' dictum?

(http://www.fsv-unterjesingen.de/DnLoads/TAP_321_ventos_fortes.asx

is an example.)

Answer:

The reply should contain a Content-Type header so that the browser knows what to do with

the data it's receiving. If it doesn't know it's a movie clip, for instance, it might

think that it's just random binary data, so the clip won't get played.

Presumably the movie clip which isn't getting played in Netscape is getting sent without

a Content-Type header, so Netscape doesn't know what to make of it. Internet Explorer is

equally unsure of the type, but it's tolerant when receiving and simply makes an educated

guess as to the content type.

The way this fits with the 'be strict when sending, and tolerant when receiving' dictum is

that the server at www.fsv-unterjesingen.de should have been sending the content type but,

even given that it didn't, Netscape should have done its level best to figure out what

was intended, rather than spewing out rubbish.
